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Abstract. This study examines how scanner scope affects
temporal measurements of security technical debt in GitHub
repositories maintained by small and medium-sized enter-
prises. A paired design compares repository states before and
after 1 January 2023 using SonarQube, size-normalised debt
measures, non-parametric tests, and manual classification of
high-severity findings. Because AI use cannot be verified,
the temporal comparison is descriptive rather than causal.
Results indicate stable aggregate debt density and show that
non-production files can substantially distort apparent sever-
ity changes. These findings demonstrate the importance of
separating production from non-production code when com-
paring SAST results over time.
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1 Introduction
Temporal comparisons of static application security
testing (SAST) output are increasingly employed to as-
sess changes in software security risk. However, the
validity of these comparisons depends on the scope de-
fined by the scanner. Non-production artefacts such
as test fixtures, localisation files, and vendored code
often change more rapidly than production code and
can disproportionately influence perceived shifts in
severity. This study examines security technical debt
in paired states of repositories maintained by small
and medium-sized enterprises (SMEs) and investigates
how the composition of production code affects the in-
terpretation of longitudinal SAST results. The primary
contribution is methodological: we evaluate what can
be inferred from repository-level scanner output before
attributing changes to developer behaviour or tooling.

The rapid adoption of large language model (LLM)
coding assistants raises questions regarding potential
changes in security debt over time. Nevertheless, this
study neither observes nor infers AI usage, and no re-
liable ground truth for AI authorship is available in
the public repositories analysed. The 1 January 2023
threshold serves solely to delineate two temporally dis-
tinct repository states, rather than to distinguish be-

tween exposed and unexposed groups. Consequently,
all period results are descriptive rather than causal and
cannot be used to estimate AI-induced security debt.
Prior research on AI-assisted code is referenced as mo-
tivation, but it is not the construct measured in this
study (Pearce et al., 2022; Sandoval et al., 2023).

Small and medium-sized enterprises (SMEs) are par-
ticularly vulnerable to this uncertainty. SMEs dif-
fer fundamentally from large organisations, operat-
ing within distinct economic and managerial contexts.
They rarely maintain dedicated IT functions and often
centralise decision-making in a single owner-manager
who may lack the resources or expertise for systematic
security governance (Devos et al., 2012). In contrast to
large firms, which distribute verification across peer re-
view, application-security teams, automated pipelines,
and penetration testing, SMEs typically rely solely on
the developer who accepted the suggestion (Chiduk-
wani et al., 2022). If AI assistance accelerates the accu-
mulation of security weaknesses, SMEs constitute the
environment where this effect is likely to be most pro-
nounced and least mitigated.

This paper makes three principal contributions.
First, we present a paired, size-normalised assessment
of security technical debt (STD) across 28 SME reposi-
tories, each analysed in two distinct states (56 analyses
in total), encompassing 13.7 million lines of code. We
detail the SonarQube configuration required to inter-
pret the results and explain why the aggregate design
is predisposed toward a null period difference. Sec-
ond, manual classification of every high-severity find-
ing reveals that the most prominent raw difference is
attributable primarily to scanner context rather than to
a genuine security signal. Third, we demonstrate that
hotspot states observed in new research instances can-
not be used to infer organisational triage behaviour and
specify the additional evidence necessary to support
such claims.

37th CECIIS, September 16-18, 2026_____________________________________________________________________________________________________ Varaždin, Croatia

Proceedings of the Central European Conference on Information and Intelligent Systems_____________________________________________________________________________________________________631



2 Background
This study is informed by two bodies of literature. The
first conceptualizes security weaknesses as a form of
technical debt, characterized by a principal, an interest
rate, and a repayment mechanism. The second exam-
ines whether AI-assisted development alters the rate at
which such debt accumulates. Evidence regarding this
latter question remains inconclusive.

2.1 From technical debt to security debt
The technical debt (TD) metaphor conceptualizes ex-
pedient implementation choices as a loan, with interest
repaid through increased maintenance costs (Avgeriou
et al., 2016; Cunningham, 1993; Li et al., 2015). How-
ever, security does not fully correspond to this frame-
work. An unresolved vulnerability remains dormant
until exploited, and the resulting cost may not corre-
spond to the original shortcut. Rindell et al. (2019)
address this asymmetry by way of the ACT-S frame-
work, which reinterprets security risk as technical debt
and enables established management practices such as
identification, measurement, prioritisation, and repay-
ment. Martinez et al. (2021) define security debt as
the incomplete or incorrect set of security properties
required by a system in its operational context, with in-
terest measured in accumulated risk rather than main-
tenance effort.

AI-induced security debt is defined in the literature
as accumulated and unresolved security risk that arises
or is amplified when software artefacts are produced
or influenced by AI tools. Rather than constituting
a new category, it represents an accelerated source of
the previously described debt, altering three key prop-
erties: the principal accumulates more rapidly due to
code generation at machine speed, the interest is more
deeply latent, as debt is often incurred by individ-
uals unable to recognize it, and ownership becomes
diffuse, since the originating author is a probabilistic
model. Four mechanisms are identified as compound-
ing factors: insecure generation under default condi-
tions (Pearce et al., 2022; Veracode, 2025), human
overconfidence, where developers using AI assistants
produce less secure code while perceiving it as more
secure (Perry et al., 2023), a mismatch between code
generation and review rates (DeBellis et al., 2024),
and the introduction of new attack surfaces in LLM-
integrated systems, such as prompt-to-SQL injections
demonstrated by Pedro et al. (2025). From an architec-
tural perspective, Recupito et al. (2024) identify Unde-
clared Consumers-components that silently use model
outputs without access control-as having the highest
security impact among the AI-specific anti-patterns ex-
amined (Sculley et al., 2015).

2.2 The verification gap
Functionally correct code does not guarantee secu-
rity, however, the evidence regarding this relation-
ship is mixed, and measurement methodologies vary.
Scenario-based prompts reveal high vulnerability rates
(Pearce et al., 2022). Conversational models may iden-
tify issues when prompted but often still produce non-
robust default outputs (Khoury et al., 2023). Reposi-
tory mining has identified weaknesses across 43 CWE
classes in Copilot-generated code that has already been
merged into GitHub projects (Fu et al., 2025). Con-
trolled trials, however, do not consistently show an in-
crease in vulnerabilities (Sandoval et al., 2023). There-
fore, it is defensible to conclude that AI-generated code
is not inherently less secure, but its provenance does
not guarantee security, and all generated code should
be subject to the same controls as any other.

For small and medium-sized enterprises (SMEs),
the critical gap lies between the level of verification
required and the available oversight capacity. Secu-
rity reviews are often conducted by the same devel-
oper who accepted the generated code, if they occur
at all (Chidukwani et al., 2022). Web applications am-
plify this risk because customer-facing systems com-
bine commercial significance with direct Internet expo-
sure. Additionally, reliance on frameworks, cloud ser-
vices, and external contractors obscures responsibility
for secure defaults, which may not be present (Devos
et al., 2012).

Static application security testing (SAST) repre-
sents the most practical initial control in this con-
text. SAST operates on every code change and iden-
tifies known source-to-sink patterns, dangerous appli-
cation programming interfaces (APIs), and hard-coded
secrets (GitHub, 2026; SonarSource, 2026a). How-
ever, SAST cannot evaluate business-logic authoriza-
tion or deployment context, and it generates both false
positives and false negatives (Aloraini et al., 2019;
Charoenwet et al., 2024). Organisational response re-
quires separate evidence from existing review systems
or workflows, a scanner run created for research mea-
sures detections, not whether an organisation is classi-
fying them elsewhere for analysis.

3 Methodology
Measuring security debt across two time points re-
quires a research design that avoids confounding com-
parisons with differences between projects. In this
study, each repository is analyzed twice, once in a pre-
threshold state and once in a post-threshold state, mak-
ing sure that language, domain, and team remain con-
stant. However, this approach results in nested rather
than independent states, which constrains the interpre-
tation of results discussed in Section 4.
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3.1 Research design
An empirical quantitative design is employed to ex-
amine security technical debt in GitHub repositories
owned by small and medium-sized enterprises (SMEs).
Measurement is based on SonarQube, which reports
security findings and estimates remediation effort us-
ing a rule-based quality model (Letouzey & Ilkiewicz,
2012; SonarSource, 2026b). The estimated remedia-
tion effort serves as a relative indicator of security tech-
nical debt (STD) (Li et al., 2015).

The date 1 January 2023 serves as an opera-
tional threshold distinguishing the period before the
widespread availability of code assistants from the pe-
riod after, based on Copilot’s general availability in
mid-2022 (Pearce et al., 2022) and ChatGPT’s pub-
lic release in late 2022. This threshold functions as
a coarse research proxy rather than a definitive treat-
ment indicator. Pre-threshold repositories may already
include assisted code, while post-threshold repositories
may contain none; thus, misclassification is anticipated
in both directions, which biases any period comparison
toward a null result. Consequently, all findings are in-
terpreted as associations, and the period comparison is
presented as a secondary, exploratory observation.

The study employs a paired design: each selected
repository is analyzed twice, once in a pre-threshold
state and once in a post-threshold state, reconstructed
from its commit history. Each project thus serves as its
own control, eliminating between-project variance in
language, domain, team composition, and coding con-
ventions from the period comparison. This design ne-
cessitates the use of paired statistical tests throughout
the analysis.

The two states of each repository are not indepen-
dent samples; the post-threshold snapshot is a superset
of the pre-threshold state. Consequently, any density
calculated on the post-threshold state represents an av-
erage over a code base in which post-threshold code
comprises only a fraction of the total, potentially bi-
asing the period comparison toward a null result re-
gardless of actual changes in code quality. The me-
dian repository increased in size from 122.2 to 178.9
KLOC, indicating that post-threshold code accounts
for approximately one third of the later snapshot and
is weighted accordingly. The aggregate is reported be-
cause it reflects the security state that an organisation
actually maintains. However, a flat aggregate density
does not demonstrate that recently written code is com-
parable in quality to older code. Commit-level attri-
bution would directly isolate post-threshold code; the
lack of such attribution represents the principal design
limitation of this study.

This study addresses three research questions:

• RQ1: What is the level and density of STD in SME-
related GitHub repositories?

• RQ2: Which vulnerability categories contribute
most to STD?

• RQ3: Is there a relationship between project size,
project complexity, and STD?

3.2 Repository selection and data prepara-
tion

The dataset consists of publicly available GitHub
repositories owned by SMEs or SME-like organisa-
tions. Inclusion criteria required repositories to be pub-
lic, contain sufficient project-specific code in a sup-
ported language, be compatible with SonarQube, have
identifiable ownership, and be assignable to a specific
period. Exclusion criteria comprised forks without
substantial development, tutorial or demo repositories,
archived or inactive projects, repositories mainly com-
prising third-party libraries, generated or boilerplate-
only code, unclear SME connections, and those that
could not be analysed for technical reasons.

A repository was classified as SME-related if the
owning organisation satisfied at least two proxy cri-
teria: (1) the public profile or linked website de-
scribes a commercial product or service, (2) the num-
ber of public contributors does not exceed 50, (3) cross-
referencing via LinkedIn or a company website indi-
cates fewer than 250 employees, consistent with the
EU SME definition (European Commission, 2003), or
(4) there are no clear indicators of enterprise-scale ac-
tivity. These criteria serve as proxy signals rather than
verified records. A single coder conducted the classifi-
cation process according to set decision rules. Ambigu-
ous cases were excluded rather than resolved by sub-
jective judgment. Inter-rater agreement was not evalu-
ated.

A target sample of approximately 60 repositories per
group was established, consistent with non-parametric
methods commonly used in empirical software engi-
neering (Wohlin et al., 2012). The final sample size
was smaller due to the combined requirements of pair-
ing, tool compatibility, and successful analysis; the re-
alised figures are reported in Section 4.1. Duplicate
and near-duplicate repositories were removed. Where
technically feasible, third-party dependencies, vendor
folders, generated and minified files, and framework
boilerplate were excluded to ensure the analysis con-
centrated on project-specific source code.

3.3 Metrics
The primary dependent variable is STD (Li et al.,
2015), which is measured as the estimated security
remediation effort reported by SonarQube according
to its metric definition (Letouzey & Ilkiewicz, 2012;
SonarSource, 2026b). Remediation effort is considered
a consistent relative metric rather than an exact mea-
sure of developer time. To account for the mechani-
cal accumulation of findings in larger repositories, two
normalised metrics are also defined:
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STD Density =
Security Remediation Effort (min)

KLOC
(1)

Vulnerability Density =
Detected Vulnerabilities

KLOC
(2)

KLOC refers to thousands of logical lines of code, as
measured by SonarQube’s ncloc metric. Both raw and
normalised metrics are reported, as they rank projects
differently and address distinct questions. Raw effort
quantifies the remediation burden faced by an organi-
sation, whereas density reflects the security quality of
the code regardless of its size.

SonarQube assigns a fixed remediation cost to each
rule; therefore, the total remediation effort is calculated
as a rule-weighted function of the number of findings,
rather than as an independently observed metric. As
a result, STD density and vulnerability density are in-
herently related by design and should be interpreted as
alternative representations of a single underlying quan-
tity, rather than as independent confirmations of one
another.

In addition to the previously defined security met-
rics, each analysis collects project size (measured
in logical lines of code) and five complexity mea-
sures: files, functions, classes, cyclomatic complex-
ity, and cognitive complexity. These serve as inde-
pendent variables for RQ3. Security hotspots and the
SonarQube A-E security-review rating characterise the
state of each research instance, however, they are not
considered indicators of organisational process. The
main programming language and period assignment
are recorded as descriptive variables, with the program-
ming language also treated as a potential confounder.
To ensure analytical transparency, the SonarQube ver-
sion, the quality profiles for each activated language
plugin, the retrieved metric keys, and the fetch date are
documented for each analysis.

3.4 Statistical analysis
The analysis commences with descriptive statistics, in-
cluding repository size, language distribution, vulnera-
bility counts and density, total STD, and STD density.
Language is reported descriptively because vulnerabil-
ity profiles differ across languages (Croft et al., 2022).
The distributions show strong right skewness, which
motivates the use of non-parametric methods through-
out. Shapiro-Wilk test results are provided for com-
pleteness but are not emphasized, as the test is under-
powered at n = 28.

Spearman’s rank correlation is used to examine
the relationships between size, complexity, and STD
(RQ3). Given the paired design, the Wilcoxon signed-
rank test is applied for period comparisons, while the
unpaired Mann-Whitney U test is reported as a robust-
ness check. The Kruskal-Wallis test is employed when

more than two groups are compared, as in the language
analysis. The significance level is set at α = 0.05.
Effect sizes are reported as the matched-pairs rank-
biserial correlation r where applicable. For monoton-
ically increasing quantities such as code size, a rank-
biserial value near unity indicates that nearly every
repository changed in the same direction, which is ex-
pected for cumulative code bases and should not be in-
terpreted as a measure of practical significance.

Given the exploratory nature of the study and the
presence of multiple comparisons, p-values in the
time frame analysis are adjusted using the Benjamini-
Hochberg procedure (denoted pBH ) and interpreted
with caution. The correction family includes the period
comparisons reported in Section 4.5: size, absolute re-
mediation effort, vulnerability count, STD density, and
vulnerability density. Differences in the distribution of
severity levels between periods are assessed using the
χ2 test of independence.

The Spearman correlations for RQ3 are based on
56 analyses from 28 repositories. The two observa-
tions from each repository are not independent, as they
share language, domain, team, and most of their code.
Consequently, correlations computed on the pooled set
have effective degrees of freedom below the nominal
n, resulting in anti-conservative p-values. The coef-
ficients reported in Section 4.4 represent pooled de-
scriptive values. Their p-values should be interpreted
with caution, as independent inferential tests would re-
quire a one-state-per-repository or mixed-effects spec-
ification.

3.5 Manual inspection protocol
Given that SAST output frequently contains context-
dependent false positives (Aloraini et al., 2019;
Charoenwet et al., 2024), all findings at the two highest
severity levels (CRITICAL and BLOCKER) are man-
ually classified rather than accepted without scrutiny.
Each finding is categorized as either production or non-
production code based on its file path. Non-production
code includes test directories, localisation and transla-
tion resources, vendored third-party code, fixtures, and
mocks. Severity analysis is reported twice: once for all
findings and once restricted to production code. This
approach explicitly demonstrates the influence of scan-
ner context on newly observed effects. Rules gener-
ating large clusters of findings are examined individ-
ually and traced to their source repositories. The as-
signment rule is strictly mechanical and was applied
by a single coder: no inter-rater agreement statistic is
reported. Because the rule depends solely on directory
names and requires no subjective judgment regarding
the findings, the risk of misclassification is considered
low, although this has not been empirically verified.
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3.6 Validity and limitations
Construct validity. This study cannot confirm
whether specific code was AI-generated. The 2023
cut-off serves only as a coarse temporal proxy rather
than a treatment indicator, and period assignment re-
lies on commit history. The central construct iden-
tified in the motivating literature, namely AI-induced
security debt, is not directly measured in this analy-
sis; therefore, none of the subsequent results should be
interpreted as estimates of this construct. Static Ap-
plication Security Testing (SAST) tools are known to
produce both false positives and false negatives (Alo-
raini et al., 2019; Charoenwet et al., 2024). To ad-
dress this, the SonarQube configuration is fully re-
ported, and all high-severity findings are manually in-
spected as described in Section 3.5. The exclusive de-
pendence on a single tool constitutes an additional lim-
itation (Charoenwet et al., 2024), but this approach was
adopted to maintain analytical consistency and guaran-
tee a comparable remediation-effort metric across all
repositories.

Internal validity. The nested-snapshot problem de-
scribed in Section 3.1 represents the primary threat
to internal validity. The programming language func-
tions as a potential confounder, as vulnerability pro-
files vary across languages (Croft et al., 2022). Lan-
guage is recorded, reported descriptively, and its effect
on both normalised metrics is tested; however, it is not
statistically controlled for in the main models, which
is acknowledged as a limitation. Additional factors,
including developer experience, security practice ma-
turity, and repository activity, may also influence the
results and are incorporated into the interpretation of
findings. Estimates obtained from 28 matched pairs are
imprecise; therefore, a small true difference remains
plausible given the data. The period comparison backs
the conclusion that no aggregate change was detected,
rather than providing evidence of equivalence.

External validity. Public repositories may not accu-
rately represent private SME projects, and SME clas-
sification is based on public signals rather than ver-
ified data. The sample is mainly composed of PHP
projects, with PHP representing 31 out of 56 anal-
yses. The language inclusion criterion was revised
during data collection to accommodate this. Conse-
quently, the findings primarily reflect characteristics of
SME-maintained PHP web projects rather than SME
software development as a whole. Additionally, the
Kruskal-Wallis language tests reported in Section 4.3
lack sufficient statistical power to exclude program-
ming language as a confounding factor. Therefore, ex-
trapolation beyond this specific population is not justi-
fied.

Reliability. Remediation effort is estimated and uti-
lized as a relative metric. The selection criteria, exclu-
sion logic, key SonarQube configuration, and analysis
decisions are reported to enhance transparency. Analy-
sis scripts, repository lists, and complete profile exports
are retained internally. As no public replication pack-
age is provided and profile version identifiers were not
recorded, the study does not assert independent repli-
cability.

4 Results
The results are structured to ensure that the analysis
configuration is clearly established prior to any com-
parative assessment. Aggregate quantities are pre-
sented initially, followed by manual inspection, as the
raw data and the inspected results may lead to differ-
ent interpretations. Sections 4.2, 4.3, and 4.4 address
RQ1, RQ2, and RQ3, respectively, while Sections 4.5
and 4.6 present the exploratory period comparison and
the manual inspection of high-severity findings.

4.1 Configuration and realised sample
All 56 analyses were conducted on a single Sonar-
Qube instance (v26.6.0.123539, metrics retrieved 22
July 2026) using the built-in Sonar way profiles across
all 27 activated language plugins, including the ded-
icated secrets profile. Profiles and metric keys were
identical for every analysis, so ruleset drift cannot ac-
count for any difference reported below. The profile
name and server version were recorded, but profile
version identifiers were not. Because the contents of
the Sonar way profiles change across SonarQube re-
leases, exact replication would require the profile def-
initions shipped with v26.6.0 rather than the profile
name alone.

After applying the criteria in Section 3.2, 28 repos-
itories remained, each analysed in a pre- and post-
threshold state, resulting in 28 matched pairs. The re-
alised sample is not language-balanced, and this is its
principal external-validity constraint. PHP constitutes
the majority (31 of 56 analyses), followed by Type-
Script (7), JavaScript (6), Python (5), CSS (3), Java (2),
and XML (2); no C# repository met the remaining cri-
teria. The language criterion stated in Section 3.2 was
revised during data collection. PHP was included after
it became evident that the originally listed languages
would not provide a sufficient number of SME-owned
repositories that met the pairing and tool-compatibility
requirements, and no C# repository qualified. Conse-
quently, the final language composition shows reposi-
tory availability rather than initial study design. Lan-
guage is further examined as a potential confounder in
Section 4.3.
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Table 1. Descriptive statistics by period (n = 28 per
group). Medians with totals in parentheses; densities
are ratios and have no total.

Pre-2023 Post-2023

Size (KLOC) 122.2 (5,267) 178.9 (8,451)
Effort (min) 267.5 (10,551) 275.5 (26,982)
Vulnerabilities 8.5 (577) 10.0 (906)
STD density (min/KLOC) 1.617 1.619
Vuln. density (/KLOC) 0.065 0.062

4.2 RQ1: Level and density of STD
Across all 56 analyses, SonarQube identified 1,483
vulnerabilities and 6,803 security hotspots, corre-
sponding to an estimated 37,533 minutes of reme-
diation effort over 13.7 million lines of code (Ta-
ble 1). All variables show strong right skewness, and
the Shapiro-Wilk test rejected normality in all cases
(W = 0.28–0.72, p < 0.001), supporting the use of
non-parametric tests.

The median repository requires 272 minutes of se-
curity remediation effort, corresponding to 1.62 min-
utes per thousand lines of code (min/KLOC) and 0.06
vulnerabilities per KLOC. In absolute terms, this rep-
resents approximately four and a half hours of esti-
mated work for a typical project. However, security
debt is highly concentrated. Five repositories require
no security remediation effort, while the two largest
debtors account for 36.7% of the total. Raw effort and
density yield different project rankings, which is why
both metrics are reported. For example, the densest
repository in the sample (90.7 min/KLOC) is a 717-
line project with only 65 minutes of debt, making it
undetectable in a raw-effort ranking.

This concentration imposes a constraint on all aggre-
gate statistics presented in the paper. When one third of
the total debt resides in two of 28 repositories, medians,
totals, and pooled correlations may be disproportion-
ately influenced by a small number of high-leverage
projects. Consequently, the correlations reported in
Section 4.4 should be interpreted descriptively.

Among the 56 analyses, 54 received the lowest
security-review rating. The remaining two analyses
contained no hotspots and were assigned an A rating by
default. All 6,803 hotspots were marked as TO_REVIEW
on the SonarQube instances created for this study.

These states describe the research instances and
must not be interpreted as evidence of organisational
review behaviour. Detection and disposition were not
measured symmetrically: detections were actively gen-
erated by the researchers by scanning repositories on
newly created SonarQube instances, whereas disposi-
tions were only passively observed on those same in-
stances. Detection was therefore expected for reposi-
tories of this size, while an existing disposition could
not appear unless prior review history had been im-
ported or a new review had been performed after the

Table 2. Rules ranked by contribution to STD (all 56
analyses).

Rule n Effort Share

S5122 Permissive CORS 51 12,240 32.6%
S5443 Temp file, writable dir 260 7,800 20.8%
S2068 Hard-coded credentials 149 4,470 11.9%
S6418 Hard-coded secrets 98 2,940 7.8%
S5725 Missing integrity check 509 2,545 6.8%
S6865 Service account perms 23 1,380 3.7%
S6268 Sanitization disabled 44 1,320 3.5%
S6358 Android backup unrestricted 8 720 1.9%

All other rules 341 4,118 11.0%

Total 1,483 37,533 100%

research scan. Organisations may review equivalent
findings in another SonarQube deployment, an issue
tracker, a pull-request workflow, or another security
tool. Consequently, the observed TO_REVIEW states
neither demonstrate an absence of organisational triage
nor permit estimation of an organisational triage rate.
No empirical detection-versus-disposition comparison
is therefore reported.

4.3 RQ2: Categories contributing most to
STD

The findings are concentrated within a small set of
rules, though their distribution changes depending on
whether they are ranked by count or remediation ef-
fort. By count, missing integrity checks on remote
artefacts (S5725) are most common, with 509 findings,
followed by temporary files in publicly writable di-
rectories (S5443, 260), hard-coded credentials (S2068,
149), and hard-coded secrets (S6418, 98). Together,
these four rules represent 68.5% of the 1,483 total
vulnerability findings. Since RQ2 addresses contribu-
tion to security technical debt (STD) rather than find-
ing counts, Table 2 presents rules ranked by remedia-
tion effort. This results in a substantially different or-
dering. S5725, despite being the most frequent rule,
contributes only 6.8% of total remediation effort be-
cause SonarQube assigns it five minutes per finding.
In contrast, permissive CORS configuration (S5122)
accounts for only 51 findings, but each requires four
hours to address. This issue represents 32.6% of the to-
tal measured debt, making it the largest single contrib-
utor in the sample. Ranking by count would obscure
this impact. Therefore, a remediation queue ordered
by finding count versus one ordered by estimated ef-
fort would direct a subject matter expert’s attention to
almost entirely different sets of rules.

Among identified hotspots, weak cryptography is the
most prevalent, with (1,925) findings. This is followed
by denial of service (1,348), a residual ’others’ cate-
gory (1,326), unencrypted data (999), authentication
(511), remote code execution (330), and permissions
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(217). Hotspots do not include remediation estimates
and are therefore reported solely by count. Fig. 1(a)
presents the distribution by period.

Language did not confound the results. Among the
four languages with at least four analyses (PHP, Type-
Script, JavaScript, Python), the Kruskal-Wallis test
found no significant difference in STD density (H =
0.95, p = 0.812) or vulnerability density (H = 0.35,
p = 0.950). However, these tests are underpowered,
and a null result provides only limited evidence. There-
fore, while the dominance of PHP in the sample does
not solely account for the reported density figures, it
cannot be concluded that programming language is ir-
relevant.

4.4 RQ3: Size, complexity and STD
The result depends on the specific construct of security
technical debt (STD) under consideration, as the two
constructs produce divergent results.

Larger and more complex projects exhibit substan-
tially greater absolute security technical debt. Project
size demonstrates a moderate correlation with reme-
diation effort (ρ = 0.45) and vulnerability count
(ρ = 0.49), both statistically significant (p < 0.001,
see Fig. 1(b)). All complexity indicators show no-
table correlations with both outcomes: number of files
(ρ = 0.45 / 0.44), classes (ρ = 0.42 / 0.45), functions
(ρ = 0.37 / 0.42), cyclomatic complexity (ρ = 0.33 /
0.41), and cognitive complexity (ρ = 0.31 / 0.44), all
p < 0.05. These coefficients are pooled and should be
interpreted in light of the non-independence discussed
in Section 3.4 and the leverage check described in Sec-
tion 4.2.

After normalisation, the correlations become small,
negative, and statistically non-significant: project size
versus STD density yields ρ = −0.16 (p = 0.233), and
versus vulnerability density ρ = −0.14 (p = 0.321).
This result indicates a lack of evidence for a positive re-
lationship between size and density, rather than a rever-
sal; two non-significant coefficients of this magnitude
do not demonstrate that density decreases with size.
The data support the more cautious conclusion that, in
this sample, security debt accumulates approximately
in proportion to code volume. Furthermore, complex-
ity indicators do not outperform raw size as predictors,
suggesting that the total amount of code, rather than its
complexity, primarily determines the extent of security
debt in these repositories.

4.5 Exploratory period comparison
The comparison presented is secondary and does not
imply causality (Section 3.1). The size of the repos-
itory increased substantially, with the median repos-
itory gaining approximately 46% in lines of code
(r = +0.91, pBH < 0.001), accompanied by par-
allel growth in files, functions, and complexity. As

noted in Section 3.4, near-universal growth is expected
for cumulative code bases; therefore, the effect size
should not be interpreted as substantively meaningful.
In contrast, the security metrics do not exhibit simi-
lar trends. Absolute remediation effort (r = +0.24,
pBH = 0.343) and vulnerability count (r = +0.09,
pBH = 0.683) increased only in the median and not
significantly, while all normalized metrics remained
stable: STD density was essentially unchanged (1.617
vs. 1.619 min/KLOC, pBH = 0.523), and vulner-
ability density was marginally lower (r = −0.30,
pBH = 0.255). The unpaired Mann-Whitney test veri-
fied these findings throughout (p = 0.63-0.99). Fig. 2
presents the paired trajectories, where the size panel di-
verges sharply, while both density panels remain level.

4.6 Manual inspection of high-severity
findings

The inspection protocol described in Section 3.5 sub-
stantially alters the interpretation of the measured pe-
riod difference.

The proportion of blocker and critical vulnerabili-
ties increases from 13.3% to 47.5% (χ2(3) = 206.5,
p < 0.001), representing the largest period differ-
ence in the dataset and, if interpreted without further
analysis, appearing to strongly support the acceleration
hypothesis. However, classification of all 507 high-
severity findings by file path indicates that this increase
is primarily an artefact: 15.6% of pre-threshold high-
severity findings are located outside production code,
compared to 78.4% post-threshold. Two sources ac-
count for the majority of these findings. Rule S5443
(temporary file in a world-writable directory) gener-
ated 260 findings, with 257 located in __tests__ di-
rectories and 257 originating from a single repository,
primarily flagging scratch files written to /tmp in unit
tests. Rule S6418 generated 56 findings in translation
files, triggered by words such as token and secret
used as user-interface labels.

When analysis is restricted to production code,
the observed shift decreases to 12.2% versus 17.3%
(Fig. 3). Although this difference remains detectable
(χ2(3) = 22.1, p < 0.001), it represents only about
one quarter of the initial apparent magnitude. The
difference is no longer statistically significant when
tested per repository (p = 0.079), and it disappears en-
tirely when the single dominant repository is excluded
(p = 0.143). The χ2 test treats findings as indepen-
dent observations, despite clustering within reposito-
ries and rules, which inflates its significance. The per-
repository test is therefore more reliable, and it does
not reach significance. Some genuine production find-
ings persist, including hard-coded credentials, unver-
ified TLS certificates, and unauthenticated endpoints,
indicating that the residual effect is not zero. How-
ever, the primary conclusion is that the observed sever-
ity shift is mainly a scanner-context artefact. This anal-

37th CECIIS, September 16-18, 2026_____________________________________________________________________________________________________ Varaždin, Croatia

Proceedings of the Central European Conference on Information and Intelligent Systems_____________________________________________________________________________________________________637



0 200 400 600 800 1000 1200
Number of hotspots

Permission

Rce

Auth

Encrypt data

Others

Dos

Weak cryptography

(a) Hotspots by security category

Pre-2023
Post-2023

100 101 102 103

Size (KLOC, log)

102

101

0

101

102

103

R
em

ed
ia

tio
n 

ef
fo

rt
 (m

in
)

 = 0.448, p < .001

(b) Size vs. security debt

Pre-2023
Post-2023
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Figure 2. Paired repository trajectories (symmetric-log ordinate). Grey lines connect the two states of each
repository; the black line joins group medians.

ysis also illustrates the practical cost of unfiltered scan-
ner output: a subject matter expert acting on the raw
findings would have allocated most of the remediation
budget to test fixtures and translation strings.

5 Discussion
Taken together, these findings redirect attention from
evaluating whether the assistant era has increased the
density of security weaknesses to examining how scan-
ner scope affects measurements of technical debt in ex-
panding code bases. The period comparison supports
only a limited descriptive claim, whereas the scanner-
context finding supports a broader methodological con-
clusion. The hotspot states observed on the newly
created research instances do not support conclusions
about organisational triage behaviour.

5.1 Aggregate debt density did not change,
the code base grew

The initial hypothesis that development in the assistant
era would accelerate the accumulation of security debt
is not supported by the data in this sample. Although
repositories increased substantially in size and their ab-
solute security debt grew proportionally, the density
measures remained stable. An STD density of 1.617

compared to 1.619 min/KLOC represents a result that
is effectively null for this type of measurement.

This null result should be considered in the con-
text of the dilution described in Section 3.1. Degra-
dation restricted to new code would appear as only a
minor aggregate change. Therefore, the most defensi-
ble interpretation is more limited than a general null for
AI-assisted code: the density of these repositories, as
maintained artefacts, did not change across the thresh-
old, even though their size increased by nearly fifty
percent. Three explanations remain consistent with the
data: assistance may not degrade shipped code in these
contexts, the threshold may be too coarse to detect
changes, or any effect in new code may be obscured
by aggregation. Therefore, this result should be con-
sidered provisional.

This result does not contradict the scenario-based lit-
erature, but rather measures a different aspect. While
Pearce et al. (2022) and Veracode (2025) assess model
outputs in isolation, the present measurement captures
the aggregate state of a repository following organi-
sational review, testing, and iteration, with results af-
fected by historical code. The finding corresponds
more closely to Sandoval et al. (2023), who also ob-
served no significant increase under controlled condi-
tions, although their study design identifies a treatment,
whereas this study does not.
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5.2 The artefact problem is the practical
finding

The severity analysis presented in Section 4.6 repre-
sents the most consequential finding for practitioners
and is the least affected by the aforementioned design
limitations. A 34-percentage-point increase in high-
severity findings could be interpreted as evidence of an
AI-driven security crisis. However, manual inspection
reduces this effect to a residual level that is not statis-
tically significant when assessed at the repository level
and disappears entirely when a single repository is ex-
cluded. This phenomenon happens because expanding
projects tend to add test suites and localisation files at
a faster rate than production code, leading scanners to
flag patterns in these directories that are benign in con-
text but would be serious if found elsewhere.

This evidence has methodological implications that
go beyond the scope of this study. Temporal compar-
isons of static application security testing (SAST) out-
put that do not account for the composition of produc-
tion versus non-production code risk conflating test-
suite expansion with actual security degradation. Fu-
ture research on AI and code security should routinely
report severity distributions limited to production code,
conduct analyses at the repository level rather than the
individual finding level, and examine the rules underly-
ing any substantial cluster of findings prior to drawing
conclusions.

5.3 Implications for SME governance
The primary practical implication supported by this
study is the need for context-aware interpretation of
scanner output. Most post-threshold high-severity find-
ings were located outside production code. Organi-
sations that use raw scanner counts as a remediation
queue risk misallocating limited resources. Distin-
guishing test, vendor, fixture, and localisation paths
from production-security reporting can enhance signal
quality without fully suppressing these findings.

Remediation priorities should reflect both exposure
and estimated remediation effort. Absolute measured
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security debt was associated with code volume and
concentrated in a small subset of repositories. Priori-
tisation should therefore consider customer exposure
and remediation effort rather than distribute attention
uniformly or rank rules solely by finding count. Gen-
erated code, when present, should be subject to the
same controls as other contributions because prove-
nance alone does not guarantee security.

The hotspot results support recommendations for fu-
ture measurement rather than conclusions about SME
governance. A study of organisational disposition
would require observation of organisations’ existing
scanner deployments or triangulation of scanner states
with issue trackers, pull requests, security tickets, and
interviews. Detection and disposition would need to
be defined and observed within the same observation
window. The newly created SonarQube instances used
in this study cannot reveal whether, where, or how the
sampled organisations review security findings.

6 Conclusion and future work
Analysis of 28 SME repositories in matched pre-
and post-2023 states indicates that aggregate size-
normalised security debt remained unchanged. Code
bases expanded by a median of 46%, yet both se-
curity technical debt (STD) density and vulnerability
density were stable. Absolute security debt correlated
with code volume rather than code complexity. The
identified vulnerabilities primarily reflected common
web weaknesses, rather than issues unique to generated
code.

The only substantial period difference in the raw
data, a rise in high-severity findings from 13.3% to
47.5%, was determined through manual inspection of
all 507 of those findings to be primarily a scanner-
context artefact, driven by test and localisation direc-
tories. This difference disappears when assessed at
the repository level or when a single repository is ex-
cluded. Therefore, period comparisons of static appli-
cation security testing (SAST) output that do not con-
trol for production-code composition are unreliable.

Subsequent research should directly address the
principal limitations of this study. Attributing findings
to their introducing commit would replace the diluted
aggregate with a measurement focused on newly writ-
ten code, representing the most impactful improvement
to the study design. Repositories with verified labels of
AI usage, obtained through commit-level attribution,
telemetry from assistant vendors, or alliances with or-
ganisations willing to disclose their tooling, would al-
low replacement of the temporal proxy with a mea-
sured treatment variable. Employing a multi-tool de-
sign would reduce dependence on a single ruleset and
enable estimation of tool-specific false-positive rates in
the production versus non-production code dimension
identified here. Finally, research on organisational dis-
position should follow findings through organisations’
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existing scanners and work-management systems over
a shared observation window. Newly created research
instances alone cannot establish whether, where, or
how organisations review scanner output.
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