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Abstract. This study evaluates automatic subject
classification of books using open bibliographic
metadata from Open Library. A balanced dataset
of 15,000 records was constructed across ten broad
subject categories, using only titles and descriptions
as predictive input, while original subject labels
were used only to derive target classes. Classical
TF-IDF-based classifiers were compared with MiniLM
sentence embeddings followed by Logistic Regression.
The transformer-based representation achieved the
best performance, with a macro-F1 score of 0.6173,
outperforming the strongest classical baseline. The
results indicate that semantic embeddings can support
broad subject-category prediction, although expert
review remains necessary for ambiguous records.
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1 Introduction

Libraries and digital repositories nowadays provide ac-
cess to large and heterogeneous bibliographic collec-
tions. In such collections, metadata play a central role
in discovery, retrieval, cataloguing, and user access.
Among different types of bibliographic metadata, sub-
ject information is particularly important, as it allows
users to identify relevant books even when they do not
know the exact title, author, or terminology used in
the catalogue. Subject classification can therefore be
viewed as a key component of knowledge organiza-
tion, since it connects bibliographic records with con-
trolled vocabularies, classification systems, and user-
oriented access points (Golub, 2019; Golub, Hagel-
biack, & Ardo, 2021). However, subject assignment
is a demanding process. It often requires expert in-
terpretation of bibliographic descriptions, knowledge
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of cataloguing practice, and the use of controlled sub-
ject vocabularies. This becomes increasingly diffi-
cult in large-scale digital collections, where records
may be incomplete, inconsistently described, or avail-
able only through short textual fields. For this rea-
son, automatic subject indexing and automatic subject
classification have been studied as computational ap-
proaches for supporting metadata creation and enrich-
ment (Golub et al., 2021; Suominen, 2019). These ap-
proaches are not intended to replace professional cat-
aloguing, but to provide candidate subject categories
that can be reviewed, corrected, or refined by experts
(Modden, 2022). Automatic classification of books is
especially challenging because bibliographic records
are usually short and semantically ambiguous. A ti-
tle may contain only a small amount of information,
while descriptions differ considerably in length, style,
and quality. In addition, subject categories are not al-
ways mutually exclusive. For example, a book about
a historical figure may be related to both biography
and history, while a book about computing may over-
lap with science, technology, education, or business.
Consequently, the task cannot be reduced only to key-
word matching, since the same subject area may be
expressed using different vocabularies, while different
subject areas may share similar terminology.

Earlier approaches to automatic text classification
commonly relied on lexical document representa-
tions, such as bag-of-words and TF-IDF (Term Fre-
quency—Inverse Document Frequency), combined with
classical classifiers (Salton & Buckley, 1988; Sebas-
tiani, 2002). Such methods remain important base-
lines because they are computationally efficient, rela-
tively transparent, and often effective when discrimina-
tive terms are present in the input text (Kowsari et al.,
2019). In bibliographic classification, however, their
performance depends strongly on the availability and
quality of textual metadata. When records are short or
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when subject information is expressed indirectly, lexi-
cal representations may fail to capture semantic sim-
ilarity between texts that do not share the same vo-
cabulary (Nordstrom, 2018). Transformer-based lan-
guage models provide an alternative representation
strategy by learning dense semantic embeddings of
text. The transformer architecture introduced attention-
based language modelling (Vaswani et al., 2017), while
BERT demonstrated the effectiveness of deep bidirec-
tional pre-training for language understanding tasks
(Devlin, Chang, Lee, & Toutanova, 2019). Sentence-
BERT further adapted transformer models for efficient
sentence- and paragraph-level embeddings suitable for
similarity comparison and downstream classification
(Reimers & Gurevych, 2019). Such representations are
relevant for bibliographic metadata because titles and
descriptions are often short textual units whose subject
meaning may be expressed indirectly. Recent work has
also explored BERT-based models for assisted subject
indexing, indicating their potential relevance for library
metadata workflows (Chou, 2022). Despite these de-
velopments, the evaluation of automatic subject clas-
sification must be designed carefully. Bibliographic
records often contain original subject labels or subject
headings, which may be strongly related to the target
category. If such fields are used as predictive input, the
resulting evaluation may suffer from label leakage and
produce overly optimistic results (Kaufman, Rosset, &
Perlich, 2012). Therefore, a realistic experimental set-
ting should distinguish between metadata used to de-
fine the target variable and metadata used as input to
the classifier.

This study investigates whether broad subject cat-
egories of books can be predicted from open biblio-
graphic metadata. The study is based on records ob-
tained from the Open Library works data dump (Open
Library, 2025). From these records, a balanced dataset
of 15,000 books across ten broad subject categories is
constructed: Art, Biography, Business, Education, Fic-
tion, History, Medicine, Religion, Science, and Tech-
nology. The predictive input is limited to the book title
and description, while the original subject labels are
used only to construct the target category. The objec-
tive of this study is to compare classical lexical rep-
resentations with transformer-based semantic embed-
dings for broad book subject classification. For this
purpose, TF-IDF features are evaluated using Decision
Tree, Random Forest, Linear Support Vector Machine,
k-Nearest Neighbors, and a multilayer perceptron clas-
sifier. In addition, MiniLM sentence embeddings are
combined with Logistic Regression in order to evaluate
a compact transformer-based representation under the
same classification setting. The contributions of this
paper are as follows: (i) A reproducible dataset con-
struction procedure is presented for deriving broad sub-
ject categories from open bibliographic metadata while
avoiding the direct use of subject labels as predictive
features. (ii) Classical TF-IDF-based machine learn-
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ing models are compared with transformer-based se-
mantic embeddings for book subject classification us-
ing the same input fields and target categories. (iii) The
obtained results are discussed from the perspective of
semi-automatic metadata enrichment, where automatic
classification is used as support for expert cataloguing
rather than as a fully autonomous replacement for it.

2 Related Work

As the problem addressed in this paper combines bib-
liographic metadata processing, automatic subject in-
dexing, and supervised text classification, the related
work must be considered from several perspectives.
First, automatic subject indexing and metadata enrich-
ment in library and information science are reviewed.
Classical machine learning approaches for text classi-
fication are then discussed, since they represent impor-
tant and interpretable baselines. Finally, transformer-
based text representations are considered as a more re-
cent alternative for capturing semantic relationships in
short bibliographic descriptions.

2.1 Automatic Subject Indexing and Bibli-
ographic Metadata

Automatic subject classification has been studied as
part of broader efforts to support metadata creation,
cataloguing, and knowledge organization in libraries.
Traditional cataloguing relies on expert interpretation
of bibliographic records and controlled vocabularies.
However, the increasing scale of digital and digitized
collections has made fully manual subject assignment
difficult to maintain, especially when metadata are in-
complete, inconsistent, or available at different levels
of granularity. In order to address these challenges, au-
tomatic subject indexing approaches have been intro-
duced to assist the assignment of subject labels, classi-
fication codes, and other descriptive metadata (Golub,
2019; Golub et al., 2021). Practical systems such as
Annif further demonstrate that machine-learning-based
subject indexing can be implemented as a tool for sug-
gesting subject headings and supporting metadata cre-
ation workflows (Suominen, 2019). In this context,
automatic classification is not usually considered a re-
placement for professional cataloguing, but rather as a
decision-support mechanism. Machine learning mod-
els can suggest candidate subject categories that are
then verified, corrected, or refined by domain experts.
This is particularly important in bibliographic classifi-
cation, where subject categories may be semantically
overlapping, hierarchically organized, and dependent
on cataloguing practice. Similar machine-learning ap-
proaches have also been investigated for assigning con-
trolled subject headings to scholarly documents, fur-
ther indicating the relevance of automatic classifica-
tion for large-scale bibliographic organization (Kazi,
Thompson, Choudhury, & Oard, 2021). Recent work
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on artificial intelligence and machine learning in bib-
liographic control has therefore emphasized the role
of such methods in supporting, rather than replac-
ing, expert-based knowledge organization workflows
(Mbdden, 2022).

2.2 Classical Machine Learning for Text
Classification

Earlier approaches to automatic text and bibliographic
classification commonly relied on lexical represen-
tations of documents. In such approaches, textual
fields are transformed into high-dimensional feature
vectors using bag-of-words or TF-IDF representations,
where terms are weighted according to their impor-
tance within a document and across a collection (Salton
& Buckley, 1988). These representations are then
used together with classical classifiers, such as Naive
Bayes, Support Vector Machines, logistic regression,
decision trees, and ensemble-based models. Such
machine-learning-based text categorization approaches
have been widely studied for assigning documents to
predefined categories (Sebastiani, 2002). Although
these methods are relatively simple, they remain im-
portant baselines because they are computationally ef-
ficient, robust on small and medium-sized datasets,
and more interpretable than many neural approaches
(Kowsari et al., 2019). In bibliographic classification,
the usefulness of these methods depends strongly on
the quality and richness of the available metadata. Ti-
tles, subtitles, descriptions, and abstracts may contain
discriminative terms that indicate the subject of a work.
However, bibliographic records are often short, noisy,
or incomplete, while different books belonging to the
same broad subject area may use substantially differ-
ent vocabularies. As a result, lexical methods can
perform well when subject categories are associated
with distinctive terminology, but their performance is
limited when the same subject is expressed indirectly
or when different subjects share similar terms (Nord-
strom, 2018). Another limitation of classical lexical
approaches is that they usually represent documents
according to surface-level word occurrence. Conse-
quently, semantic similarity is captured only indirectly
through shared vocabulary. This can be problematic in
book classification, where short descriptions may re-
fer to the same topic using different words, or where
the subject of a book is implied by context rather
than stated explicitly. Nevertheless, such methods are
still useful in empirical studies because they provide
transparent and computationally inexpensive baselines
against which more complex representation-learning
approaches can be compared.
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2.3 Transformer-Based Text Representa-
tions

More recent approaches to text classification rely on
neural language models that learn dense semantic
representations of text. The transformer architec-
ture introduced the attention-based modelling princi-
ple on which many modern language models are based
(Vaswani et al., 2017). Building on this paradigm,
BERT introduced deep bidirectional pre-training as a
general framework for language understanding tasks
(Devlin et al., 2019). Unlike TF-IDF representa-
tions, which encode documents primarily through
weighted word occurrence, transformer-based mod-
els can capture contextual meaning and semantic sim-
ilarity between texts even when they do not share
the same vocabulary. In library and information sci-
ence, BERT-based models have also been explored
for assisted subject indexing, indicating their relevance
for automatic metadata enrichment and subject clas-
sification tasks (Chou, 2022). Sentence-BERT fur-
ther adapted transformer models for efficient sentence-
level and paragraph-level representation by produc-
ing embeddings suitable for similarity comparison and
downstream classification tasks (Reimers & Gurevych,
2019). Such representations are especially relevant
for bibliographic metadata because book titles and de-
scriptions are often short textual units. In these cases,
the ability to encode semantic similarity beyond ex-
act word overlap may improve classification perfor-
mance, particularly for broad subject categories whose
textual expressions vary across records. However,
transformer-based approaches also introduce several
practical limitations. They are generally less transpar-
ent than classical lexical models, require more compu-
tational resources, and their performance may depend
on the choice of the pre-trained model and downstream
classifier (Chou, 2022; Devlin et al., 2019; Reimers &
Gurevych, 2019). In addition, when bibliographic sub-
ject labels are available in the metadata, care must be
taken to avoid using them as input features, because
this may lead to label leakage and produce overly opti-
mistic classification results (Kaufman et al., 2012).
Although previous studies report encouraging re-
sults for automatic subject indexing and text classifica-
tion, direct numerical comparison is difficult because
datasets, metadata fields, target vocabularies, and eval-
uation protocols differ substantially. Some studies pre-
dict controlled subject headings, some use classifica-
tion codes, while others classify documents into broad
topical groups. Reported F1-scores are therefore not
directly comparable to the present ten-category Open
Library setting. Nevertheless, prior work generally in-
dicates that performance decreases when the input is
restricted to short metadata fields and when categories
are broad or semantically overlapping. The present
study contributes to this line of work by reporting a
reproducible comparison on title-description metadata
only, where the best model achieved a macro-F1 score
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of 0.6173.

3 Methodology

This section describes the experimental procedure used
for automatic subject classification of books from open
bibliographic metadata. The methodology consists
of five main steps: acquisition and parsing of Open
Library records, extraction of relevant bibliographic
fields, construction of broad subject categories, trans-
formation of textual metadata into numerical represen-
tations, and evaluation of classification models.

3.1 Data Source and Record Extraction

The dataset used in this study was constructed from the
Open Library works data dump. Open Library provides
bibliographic records in a tab-separated format, where
each row contains the record type, record key, revision,
last modification date, and a JSON representation of
the corresponding work (Open Library, 2025). In this
study, the works dump was parsed line by line in order
to extract records suitable for supervised subject clas-
sification.

For each valid JSON record, the following fields
were extracted: the Open Library work key; the book
title; the textual description; the original subject la-
bels; the last modification date. The description field
in Open Library records may appear either as a plain
string or as a structured object containing a textual
value. Both cases were handled during preprocessing.
The title and description were cleaned by removing line
breaks, tab characters, and repeated whitespace. They
were then concatenated into a single textual input field.
Records with insufficient textual information were ex-
cluded by requiring the resulting title—description text
to contain at least five words.

Importantly, original subject labels were not used as
input features. They were used only for constructing
the target variable, as described in Section 3.2. This
distinction was necessary in the present experimental
design because the ten broad target categories were de-
rived from the same subject-label field. Therefore, us-
ing subject labels as predictive input would introduce
label leakage and lead to an unrealistic estimate of clas-
sification performance (Kaufman et al., 2012). This re-
striction is specific to the present setup. If the broad
categories were obtained independently, for example
through manual annotation by human experts, subject
labels could represent a legitimate and valuable source
of predictive metadata.

3.2 Construction of Target Categories

Open Library subject labels are highly diverse, fine-
grained, and not always standardized. Therefore, di-
rect classification using the original labels would result
in a large and sparse label space. In order to obtain
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Table 1: Dataset construction audit during Open Li-
brary parsing.

Filtering outcome Records
Parsed JSON records 357,133
Missing/invalid subject list 174,688
No broad category matched 85,078
More than one category matched 23,291
Exactly one category matched 74,076
Fewer than five text words 36,648
Excluded after class cap 22,428
Final usable records 15,000

a controlled experimental setting, the original subject
labels were mapped into ten broad subject categories:
Art, Biography, Business, Education, Fiction, History,
Medicine, Religion, Science, and Technology.

For each category, a manually defined set of repre-
sentative keywords was used. For example, the Fic-
tion category included terms such as fiction, novel, sto-
ries, fantasy, and mystery; the Technology category
included terms such as technology, engineering, com-
puter, programming, software, and machine learning;
while the Science category included terms such as sci-
ence, physics, chemistry, biology, mathematics, and as-
tronomy.

All subject labels were normalized before match-
ing by converting text to lowercase, removing
non-alphanumeric characters, and reducing repeated
whitespace. Keyword matching was performed using
word-aware regular expressions in order to reduce ac-
cidental substring matches. A record was assigned to
a broad category only if its subject labels matched ex-
actly one of the predefined categories. Records that
matched more than one category were excluded, as
were records that could not be mapped reliably to any
selected category. This procedure was used to con-
struct a balanced dataset of 15,000 records, with 1,500
books per category. During parsing, at most 500,000
lines of the Open Library works dump were scanned,
and the procedure stopped earlier if the required num-
ber of records was obtained for all categories. The bal-
anced design was used to prevent frequent categories
from dominating the training process and to make the
comparison of classification performance across cate-
gories more reliable.

Because no independent manually annotated gold
standard was available for the broad categories, pre-
cision and recall of the keyword mapping itself could
not be estimated in the strict supervised sense. The
mapping was therefore used as a deterministic dataset
construction rule rather than as an evaluated classi-
fier. To reduce obvious mapping noise, only records
that matched exactly one broad category were retained.
A manual validation of a stratified sample of mapped
records would be required to estimate the mapping pre-
cision and recall directly.

Table 1 summarizes the main filtering outcomes ob-
served during dataset construction. Out of 357,133
parsed JSON records, 85,078 records did not match
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any of the selected broad categories, while 23,291
records matched more than one broad category and
were therefore excluded from the single-label dataset.
In addition, 36,648 records were excluded because
the title—description text contained fewer than five
words. Among the records that matched exactly one
broad category, 36,648 out of 74,076 records were
excluded because the title—description text contained
fewer than five words, corresponding to 49.47%. The
final dataset contained 15,000 records, corresponding
to 1,500 records for each of the ten broad subject cate-
gories.

This sampling strategy creates a controlled and bal-
anced benchmark, but it may also introduce selection
bias. Records with clear and unambiguous subject la-
bels are more likely to be retained, while sparse, noisy,
or genuinely multi-subject records are more likely to
be excluded. Therefore, the final dataset should not be
interpreted as a representative sample of all Open Li-
brary records, but as a filtered benchmark for evaluat-
ing classification from title—description metadata under
clean single-label conditions.

The task was formulated as single-label classifica-
tion in order to obtain a controlled benchmark for com-
paring textual representations and classifiers under the
same evaluation protocol. This design choice simpli-
fies the bibliographic reality, since books may naturally
belong to more than one subject area. However, retain-
ing only records that matched exactly one broad cate-
gory made it possible to construct a balanced dataset
and to evaluate all models using standard multiclass
metrics. The implications of this simplification are
considered in the error analysis and in the discussion
of future multi-label extensions.

3.3 Text Representation

Let x; denote the textual input of the i-th book record,
obtained by concatenating its title and description, and
let y; € C denote the corresponding broad subject cat-
egory. The dataset is therefore represented as

D = {(2s,yi) }iL1,

where N = 15000.

Two types of textual representation were evaluated.
First, a classical lexical representation was obtained us-
ing term frequency—inverse document frequency (TF-
IDF). The TF-IDF vectorizer was configured to use
lowercasing, English stop-word removal, unigrams and
bigrams, a maximum vocabulary size of 50,000 terms,
a minimum document frequency threshold of three
documents (min_df=3), a maximum document fre-
quency threshold of 90% of the training documents
(max_df=0.90), and sublinear term-frequency scaling.
This representation was used as input for the classical
machine learning models.

Second, a transformer-based
tic representation was evaluated

seman-
using  the
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sentence-transformers/all-MinilM-L6-v2
model. Each title-description text was encoded into
a dense sentence embedding. The embeddings were
normalized and then used as input to a Logistic
Regression classifier. This setting does not perform
full transformer fine-tuning; instead, the transformer
is used as a fixed sentence encoder, followed by
a conventional supervised classifier. Because the
sentence-transformers/all-MinilM-L6-v2 en-
coder truncates inputs longer than 256 word pieces by
default, the tokenized length of each title—description
input was additionally inspected. This check was
used to determine how many records may have been
affected by truncation before embedding generation.

For k-nearest neighbors and the multilayer percep-
tron classifier, dimensionality reduction was applied
before classification. This was not intended to imply
that nearest-neighbor methods are generally unsuitable
for TF-IDF representations. In fact, nearest-neighbor
classification can be applied to sparse TF-IDF vectors
when an appropriate similarity measure, such as cosine
similarity, is used. In the present experiment, truncated
singular value decomposition was used as a practical
design choice to obtain a compact dense representa-
tion, reduce computational cost, and use the same re-
duced representation for both the KNN and MLP base-
lines. The reduced vectors were then standardized be-
fore classification.

This configuration was selected deliberately as a
lightweight and reproducible setting. The objective
was to evaluate whether frozen semantic embeddings
can improve over classical lexical representations when
computational resources and training data are limited.
Full transformer fine-tuning was not included in the
present comparison because it introduces additional
computational cost, hyperparameter sensitivity, and a
different experimental setting.

3.4 Classification Models

Six classification approaches were compared. Five
approaches used TF-IDF-based lexical features, while
one approach used transformer-based sentence embed-
dings:

1. TF-IDF with Decision Tree;
2. TF-IDF with Random Forest;
3. TF-IDF with Linear Support Vector Machine;

4. TF-IDF with truncated SVD and k-Nearest Neigh-
bors;

5. TF-IDF with truncated SVD and multilayer per-
ceptron neural network;

6. sentence-transformers/all-MinilM-L6-v2
sentence embeddings with Logistic Regression.
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The Decision Tree classifier was trained with a max-
imum depth of 60 and a minimum of three samples per
leaf. The Random Forest classifier used 300 trees, a
minimum of two samples per leaf, and balanced sub-
sampling of class weights. The Linear Support Vector
Machine used a linear decision function with C' = 1.0
and balanced class weights. The k-Nearest Neighbors
classifier used £k = 7, distance-based weighting, and
cosine distance. The multilayer perceptron consisted
of two hidden layers with 256 and 128 neurons, ReLU
activation, Lo regularization parameter o = 10~*, ini-
tial learning rate 1073, batch size 64, and a maximum
of 50 training iterations. Finally, the transformer-based
approach used Logistic Regression with balanced class
weights and a maximum of 2000 iterations.

The selected models represent different classifica-
tion principles. Decision Tree and Random Forest
models represent tree-based learning, Linear Support
Vector Machine is a strong linear baseline for sparse
textual data, k-Nearest Neighbors represents similarity-
based classification, and the multilayer perceptron pro-
vides a neural baseline on top of reduced TF-IDF fea-
tures. The MiniLM-based approach was included to
evaluate whether dense transformer embeddings pro-
vide an advantage over lexical representations when
only title and description are available as input.

In addition to the main fair comparison, a separate
diagnostic upper-bound experiment was conducted us-
ing the original Open Library subject labels as predic-
tive text. This experiment was not treated as part of the
main comparison, because the broad target categories
were derived from the same metadata field. Its pur-
pose was only to estimate how much performance may
increase when the classifier receives metadata that is
directly related to the target construction rule.

3.5 Training and Testing Procedure

The final dataset was randomly shuffled using a fixed
random seed and divided into training and test subsets.
A stratified split was used, with 75% of the records as-
signed to the training set and 25% assigned to the test
set. Stratification preserved the same class distribution
in both subsets. Since the dataset was balanced, each
category was represented equally in the training and
test data.

All models were trained only on the training subset.
The test subset was used exclusively for final evalu-
ation. This ensured that the reported results measured
the ability of the models to generalize to previously un-
seen bibliographic records.

3.6 Evaluation Metrics

Model performance was evaluated using standard mul-
ticlass classification metrics. The following measures
were reported: accuracy; balanced accuracy; macro-
averaged precision; macro-averaged recall; macro-

37th CECIIS, September 16-18, 2026

averaged Fl1-score; weighted F1-score; and total run-
time. Since the dataset was balanced, accuracy and bal-
anced accuracy are directly comparable, and accuracy
is not dominated by more frequent classes. Macro-F1
was nevertheless used as the primary comparison met-
ric because it combines class-level precision and recall
and is sensitive to uneven error patterns across cate-
gories. This is relevant in the present task because
some broad categories are semantically more overlap-
ping than others, even though all categories contain the
same number of test examples. Weighted-F1 was re-
ported additionally as an aggregate measure that ac-
counts for the number of samples per class. In addition
to aggregate metrics, a full classification report was
generated for each model. This allowed the compar-
ison of precision, recall, and Fl-score at the category
level.

3.7 Analysis of Misclassification Patterns

After model evaluation, the models were ranked ac-
cording to macro-F1. The confusion matrix of the best-
performing model was then generated and analyzed.
This analysis was used to identify common misclas-
sification patterns and subject categories that were fre-
quently confused. Such an analysis is particularly im-
portant in bibliographic classification because not all
errors have the same interpretation. Misclassifications
between categories such as Biography and History, Sci-
ence and Technology, or Business and Education may
reflect genuine semantic overlap in the bibliographic
descriptions. Therefore, the confusion matrix was in-
terpreted not only as an error analysis tool, but also as
an indicator of the conceptual difficulty of broad sub-
ject classification. Finally, example predictions of the
best-performing model were saved for qualitative in-
spection. These examples included the original record
information, the true category, the predicted category,
and an indicator of whether the prediction was correct.
This allowed a more detailed interpretation of individ-
ual correct and incorrect classifications.

4 Results

In this section, the results of the automatic subject clas-
sification experiment described in Section 3 are pre-
sented. The evaluation was conducted on the stratified
test set containing 3,750 bibliographic records, with
375 records from each of the ten subject categories.
Since the dataset was balanced, accuracy and balanced
accuracy are directly comparable. Macro-F1 is used as
the primary performance indicator because it summa-
rizes class-level precision and recall and is sensitive to
uneven error patterns across semantically overlapping
categories.

The MiniLM truncation audit showed that 324 out of
15,000 records exceeded the 256 word-piece limit, cor-
responding to 2.16% of the dataset. The median input
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length was 15 word pieces, the mean input length was
35.0 word pieces, and the 95th percentile was 166 word
pieces. Therefore, truncation affected only a small sub-
set of records, although some descriptions were sub-
stantially longer, with the maximum observed length
reaching 1,732 word pieces. This should be consid-
ered when interpreting the transformer-based results
for records with longer descriptions.

4.1 Model Comparison

Table 2 reports the performance of the evaluated clas-
sification models. The compared approaches include
five TF-IDF-based classical machine learning models
and one transformer-based semantic representation us-
ing MiniLM embeddings followed by Logistic Regres-
sion.

The reported runtime denotes the total measured ex-
ecution time of the evaluated pipeline. For TF-IDF-
based models, this includes TF-IDF feature construc-
tion, model training, and prediction on the test set. For
the MiniLM-based model, it includes embedding gen-
eration for the training and test texts, Logistic Regres-
sion training, and prediction. Therefore, the runtime
values should be interpreted as end-to-end pipeline
times rather than isolated classifier training times.

The diagnostic subject-label experiment achieved an
accuracy of 0.9995 and a macro-F1 score of 0.9995.
This result should not be interpreted as a fair compari-
son with the title—description models, because the sub-
ject labels were also used to construct the broad tar-
get categories. However, the near-perfect performance
confirms that subject labels contain direct category in-
formation. This supports their exclusion from the main
predictive input and shows why the title—description
setting provides a more realistic estimate of classifica-
tion performance.

The best result was obtained by the transformer-
based model, which achieved an accuracy of 0.6157
and a macro-F1 score of 0.6173. The strongest classi-
cal baseline was TF-IDF + Linear SVM, with a macro-
F1 score of 0.5323, followed by TF-IDF + Random
Forest with a macro-F1 score of 0.5238. Thus, the
MiniLM-based representation improved macro-F1 by
approximately 8.5 percentage points compared with
the best TF-IDF-based baseline. This result indicates
that dense semantic embeddings are more suitable for
this task than purely lexical representations. The ad-
vantage is expected, since the input consists of rela-
tively short bibliographic texts in which the subject cat-
egory may be expressed indirectly. Nevertheless, the
TF-IDF + Linear SVM and TF-IDF + Random Forest
models achieved competitive results, especially consid-
ering their substantially lower execution time. Classi-
cal lexical models therefore remain relevant baselines
for automatic bibliographic classification, particularly
in settings where interpretability and computational ef-
ficiency are important. Figure 1 provides a visual com-
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parison of the macro-F1 scores across all evaluated
models.

4.2 Per-Class Performance

Since the MiniLM embeddings combined with Logis-
tic Regression achieved the highest macro-F1 score,
this model was analyzed further at the level of individ-
ual subject categories. Table 3 reports precision, recall,
and F1-score for each class.

The highest F1-score was achieved for Technology,
followed by Business, Medicine, Religion, and Educa-
tion. These categories are characterized by relatively
distinctive vocabularies, such as terms related to com-
puting, engineering, management, health, theology, or
teaching. In contrast, the lowest F1-scores were ob-
tained for Biography and History. This is consistent
with the structure of the task, since these two cate-
gories are often semantically close. Historical books
may focus on individuals, while biographical books
frequently contain historical context. The obtained
class-level results therefore show that the classification
difficulty is not uniform across categories. Categories
with more specialized terminology are classified more
reliably, while categories with broader or overlapping
semantic scope produce more errors.

4.3 Confusion Matrix Analysis

In order to examine the structure of classification
errors, the confusion matrix of the best-performing
model was analyzed. Table 4 reports the confusion ma-
trix, where rows correspond to true labels and columns
correspond to predicted labels, while Figure 2 provides
its graphical representation.

The confusion matrix confirms that the model cor-
rectly classified the majority of records in all cate-
gories. The highest number of correct classifications
was obtained for Technology, with 274 correctly clas-
sified records, followed by Business with 259, Religion
with 252, and Medicine with 245. These results are
consistent with the per-class F1-scores reported in Ta-
ble 3. The most evident confusion occurs between se-
mantically related categories. Biography is often con-
fused with History, with 58 Biography records classi-
fied as History. Conversely, 42 History records were
classified as Biography. This confirms that the bound-
ary between these categories is not always clear when
only title and description are used. A similar pat-
tern can be observed between Science and Technology.
Technology achieved the highest overall class perfor-
mance, but 36 Technology records were classified as
Science, while 25 Science records were classified as
Technology. This indicates that applied scientific and
technical descriptions may share similar vocabulary.
Additional confusions are also meaningful from a bib-
liographic perspective. Art is sometimes classified as
History, which may correspond to art history records.
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Table 2: Model comparison on the Open Library subject classification task.
Model Accuracy  Balanced Acc.  Macro Prec.  Macro Recall  Macro-F1 =~ Weighted-F1  Total runtime (s)
Transformer MiniLM embeddings + Logistic Regression 0.6157 0.6157 0.6205 0.6157 0.6173 0.6173 92.88
TE-IDF + Linear SVM 0.5301 0.5301 0.5359 0.5301 0.5323 0.5323 1.68
TF-IDF + Random Forest 0.5173 0.5173 0.5397 0.5173 0.5238 0.5238 2.99
TE-IDF + SVD + MLP Neural Network 0.4739 0.4739 0.4875 0.4739 0.4766 0.4766 36.92
TE-IDF + SVD + KNN 0.4200 0.4200 0.4294 0.4200 0.4222 0.4222 7.16
TF-IDF + Decision Tree 0.2877 0.2877 0.6171 0.2877 0.3172 0.3172 1.35

Open Library Subject Classification - Model Comparison

Transformer MiniLM embeddings + Logistic Regression

TF-IDF + Linear SVM

TF-IDF + Random Forest

TF-IDF + SVD + MLP Neural Network

TF-IDF + SVD + KNN

TF-IDF + Decision Tree

0.0 0.1

0.2 0.3 0.4 0.5 0.6
Macro-F1

Figure 1: Comparison of the evaluated classification models according to macro-F1. The transformer-based model
achieved the highest score, followed by TF-IDF + Linear SVM and TF-IDF + Random Forest.

Table 3: Per-class performance of the best-performing
model: Transformer MiniLM embeddings + Logistic
Regression.

Class Precision  Recall Fl-score  Support
Art 0.587 0.576 0.581 375
Biography 0.454 0.483 0.468 375
Business 0.687 0.691 0.689 375
Education 0.712 0.613 0.659 375
Fiction 0.608 0.608 0.608 375
History 0.462 0.525 0.492 375
Medicine 0.712 0.653 0.682 375
Religion 0.648 0.672 0.660 375
Science 0.624 0.605 0.614 375
Technology 0.712 0.731 0.721 375

Fiction is sometimes confused with Biography, which
may reflect memoir-like, biographical, or narrative de-
scriptions. Religion also shows confusions with Biog-
raphy and History, which may occur in works about re-
ligious figures, traditions, or historical religious move-
ments. These results suggest that a part of the observed
error is not caused only by model limitations, but also
by the inherent ambiguity of broad subject classifica-
tion. In such cases, a single-label prediction may be
too restrictive, since some books can reasonably be-
long to more than one subject area. Consequently, the
reported single-label accuracy may underestimate the
practical usefulness of the model in a decision-support
setting. A prediction counted as incorrect under the
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single-label protocol may still be useful if it represents
a plausible secondary category for librarian review. For
this reason, the present results should be interpreted
as conservative evidence for broad category suggestion
rather than as a complete evaluation of multi-subject
cataloguing.

4.4 Summary of Results

The experimental results show that transformer-based
sentence embeddings achieved the best overall perfor-
mance on the Open Library subject classification task.
The MiniLM embeddings combined with Logistic Re-
gression achieved a macro-F1 score of 0.6173, outper-
forming the strongest classical baseline, TF-IDF + Lin-
ear SVM, by approximately 8.5 percentage points.

At the same time, the results show that the task re-
mains challenging. Even the best model achieved mod-
erate, rather than near-perfect, classification perfor-
mance. This is expected because the input was inten-
tionally restricted to title and description, while orig-
inal subject labels were excluded from the predictive
representation. Therefore, the task reflects a realistic
setting in which the model must infer the subject cate-
gory from incomplete and sometimes ambiguous bibli-
ographic text.

Overall, the results support the use of semantic text
representations for automatic subject-category predic-
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Table 4: Confusion matrix for the best-performing model. Rows represent true labels and columns represent

predicted labels.
True/Pred. Art  Biography Business Education Fiction History  Medicine  Religion Science  Technology
Art 216 34 6 11 17 43 7 12 9 20
Biography 36 181 11 5 38 58 8 28 10 0
Business 6 13 259 12 3 23 16 4 15 24
Education 15 10 12 230 16 22 18 19 15 18
Fiction 14 49 4 4 228 19 9 25 17 6
History 35 42 19 9 23 197 10 20 13 7
Medicine 8 24 21 14 19 8 245 14 13 9
Religion 18 34 6 7 18 23 6 252 9 2
Science 9 12 17 21 13 22 17 12 227 25
Technology 11 0 22 10 0 11 8 3 36 274

Art

Biography

Business

Education

Fiction

True label

History

Medicine

Religion

Science

Technology

Confusion Matrix - Transformer MiniLM embeddings + Logistic Regression

Predicted label

Figure 2: Confusion matrix for the best-performing model, Transformer MiniLM embeddings + Logistic Regres-
sion. Diagonal values represent correct classifications, while off-diagonal values represent misclassifications.

tion from bibliographic metadata. However, the ob-
served misclassification patterns also show that auto-
matic classification should be interpreted as a decision-
support mechanism. The model can provide useful
candidate categories, but expert review remains im-
portant, especially for records located near the se-
mantic boundaries between broad subject areas. In a
practical cataloguing workflow, the model should be
used as a decision-support tool rather than as an au-
tonomous cataloguing system. For each new record,
the model could provide the most likely broad cate-
gory together with alternative high-ranking categories
for librarian review. Since the present study did not
perform probability calibration or threshold optimiza-
tion, no fixed confidence threshold for automatic ac-
ceptance can be recommended. In deployment, such a
threshold should be selected on a validation set accord-
ing to institutional requirements. For example, high-
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confidence predictions could be accepted automatically
only when precision exceeds a predefined operational
target, while lower-confidence and semantically bor-
derline cases should be routed to expert review.

5 Conclusion

This study presented a reproducible experiment for au-
tomatic subject classification of books based on open
bibliographic metadata from Open Library. The pre-
dictive input was intentionally limited to title and de-
scription, while original subject labels were used only
to construct the target categories. In this way, the eval-
uation avoided label leakage and reflected a more re-
alistic setting for metadata enrichment. The results
showed that MiniLM sentence embeddings combined
with Logistic Regression achieved the best overall per-
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formance, outperforming classical TF-IDF-based mod-
els. However, the obtained macro-F1 score of 0.6173
also shows that the task remains challenging. Many er-
rors occurred between semantically related categories,
such as Biography and History or Science and Technol-
ogy, indicating that some misclassifications reflect gen-
uine ambiguity in bibliographic subject assignment.

Overall, the findings suggest that semantic text rep-
resentations can support broad subject-category predic-
tion from limited bibliographic descriptions. Neverthe-
less, automatic classification should be understood as
a decision-support mechanism rather than a replace-
ment for expert cataloguing. The dataset construc-
tion procedure may favor records with clearer and less
ambiguous subject metadata, since ambiguous, sparse,
and unmapped records were excluded. In addition, the
transformer model was used only as a fixed sentence
encoder. Fine-tuning MiniLM or another transformer
model on the same training data may improve perfor-
mance, but it would require a separate experimental
design and additional hyperparameter control. Future
work should reformulate the task as multi-label cate-
gory recommendation, where several plausible subject
categories are ranked and presented to librarians for re-
view.
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