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Abstract. Large language models make it inexpensive
to add a "strategic" adaptation layer to game AI:
a component that reads how a player behaves and
re-shapes an agent’s strategy between encounters.
This paper argues that the value of such adaptation is
genre-contingent. It undermines genres that reward
mastering a stable, learnable system, and benefits
genres that reward a responsive or living world. The
main problem is therefore calibration, not capability:
more adaptive is not always better. In this paper we
propose a conceptual framework for deciding when
such adaptation is appropriate.
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1 Introduction
AI and games share a long history, beginning with pro-
grams built to play games as a test of whether a ma-
chine could perform tasks that appeared to require in-
telligence, and progressing through Checkers, Chess,
and Go to modern video games (Yannakakis & To-
gelius, 2025, pp. 4–16).

Over time, the role of AI in games expanded beyond
playing them, to generating content and to adapting the
game experience to the individual playing it. Early on-
line games collected player data during play and tuned
themselves from it, later titles responded to a player’s
emotional state, and recent systems delegate the mem-
ories and behavior of non-player characters to LLMs
(Yannakakis & Togelius, 2025, pp. 4–16). Adapting
a game to the player has become a common practice
rather than an exceptional one, and much of this work
proceeds on the assumption that tuning a game more
closely to its player produces a better experience.

LLMs change the cost of building such adaptation.
An LLM can take an aggregated description of how
a player has behaved and re-shape an agent’s strategy
through a prompt alone, without a trained model or
a manually built difficulty controller. This makes it
inexpensive to add a strategic adaptation layer to an
agent that already exists. Once a capability becomes

inexpensive to build, the relevant question is no longer
whether it can be built, but whether it should be ap-
plied, and in which contexts.

In this paper, we argue that the value of adapting to
the player is genre-contingent. Some genres are built
around mastering a fixed system: a competitive oppo-
nent is satisfying precisely because the player can study
it, learn its patterns, and eventually overcome it, and
an agent that quietly reshapes itself to match the player
removes that source of satisfaction (Cowley & Charles,
2016). Other genres are built around a world that feels
alive and responds to the player, such as a narrative
RPG or a companion character, and in these the same
adaptation is what makes the experience compelling. A
single mechanism therefore produces opposite results
depending on what the game is designed to offer.

Our contribution is a conceptual framework for mak-
ing that determination. A three-tier architecture con-
fines the LLM to a strategic role and keeps it out of the
real-time control loop. The framework is conceptual,
and in this paper it is not empirically validated.

Section 2 reviews player modeling and DDA, LLMs
in games, and the planning limits that motivate keeping
the model off the real-time loop. Section 3 presents the
framework, Section 4 an illustrative example in which
a boss enemy and a companion run on the same mech-
anism to opposite effect, Section 5 discusses what the
framework does and does not claim, and Section 6 con-
cludes and outlines future work.

2 Background and Related Work

2.1 Player Modeling and Dynamic Diffi-
culty Adjustment

Player modeling is one of the established uses of AI in
games, alongside playing games and generating con-
tent. It refers to the detection, prediction, and expres-
sion of the cognitive, affective, and behavioral char-
acteristics that a person exhibits while playing (Yan-
nakakis & Togelius, 2025, pp. 315–316).

A player model, in this sense, is a representation of
how an individual interacts with a game and responds
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to it, learned from observations of their play. Such a
model can be put to use at different stages. It may
be applied during the analysis of play, during the de-
sign process, or during play itself, and it is this last
case that the present paper concerns. Yannakakis and
Togelius term it adaptation: the game reads a model
of the player and modifies itself in response while the
player is still playing (Yannakakis & Togelius, 2025,
pp. 320–321). The use cases they group under adap-
tation include dynamic game balancing, matchmaking,
and personalized content, as well as experiences tai-
lored through non-player characters (Yannakakis & To-
gelius, 2025, p. 322).

The most extensively studied form of this kind of
adaptation is dynamic difficulty adjustment (DDA),
which modifies a game’s features and behavior in real
time according to the player’s skill in order to keep the
player engaged. Approaches range from heuristic ad-
justments based on game state to methods that respond
to the player’s measured affective state. Reviews of
this work are broadly positive, reporting improvements
in engagement and related measures, while also not-
ing that player preferences remain incompletely under-
stood and that further study is needed (Zohaib, 2018).
The assumption underlying much of this work is that a
closer fit between the game and the player produces a
better experience.

A common thread across this work is that effec-
tive adaptation depends on a model of the player. The
player model is what supplies the constraints the adap-
tive system acts on, rather than the system adjusting in
an unprincipled way. This view frames adaptation as
the application of a player model rather than as a stan-
dalone mechanism (Cowley & Charles, 2016).

2.2 LLMs in Games

The use of LLMs in games has grown quickly, and re-
cent surveys have begun to map the roles such models
can play. Gallotta et al. (2024) catalogue the applica-
tions of LLMs in and for games and identify the dis-
tinct roles a model can take, principally as a player that
makes decisions, as a non-player character that con-
trols dialogue and behavior, and as a generator of con-
tent such as levels or whole games. Much of the sur-
veyed work concentrates on these roles. LLMs have
proven well suited to generating natural-language con-
tent, to driving the speech and behavior of characters,
and to playing games whose states and actions can be
expressed as text (Gallotta et al., 2024).

A parallel line of work studies LLMs specifically as
agents that play games. Hu et al. (2024) survey this
area and describe such agents in terms of three compo-
nents: memory, reasoning, and input and output, orga-
nizing the literature across six game genres, including
adventure, communication, competition, cooperation,
simulation, and crafting and exploration. The empha-
sis throughout is on the model as a participant that per-

ceives a game and acts within it, rather than as a system
that reshapes the game around the person playing it (Hu
et al., 2024).

What receives far less attention in this literature is
the use of an LLM to model and respond to the player.
Gallotta et al. (2024) note this directly, identifying
player modeling as one of the most promising but least
explored directions for future work on LLMs in games.
The present paper takes up that direction. Rather than
using an LLM to play a game or to author its content,
we consider an LLM that reads a model of the player
and adjusts the behavior of a game agent in response,
and we ask under what conditions doing so is appropri-
ate.

2.3 Planning Limitations of LLMs
A growing body of work questions how far LLMs can
be trusted to reason and plan on their own. Kambham-
pati (2024) argues that, despite their fluency, LLMs do
not perform reliable planning in the way a dedicated
planner does; what looks like reasoning is better un-
derstood as approximate retrieval over patterns seen in
training, and the models are poor at verifying or cor-
recting their own plans. The practical consequence is
that an LLM cannot be assumed to produce a sound
plan, and it cannot be relied upon to notice when its
own plan is unsound (Kambhampati, 2024).

This does not mean LLMs have no place in tasks that
involve planning. Kambhampati et al. (2024) propose
what they call LLM-Modulo frameworks, in which the
model generates candidate solutions but an external
component checks them against explicit constraints,
accepting only those that pass. In this arrangement the
LLM contributes ideas while a separate, verifiable sys-
tem holds responsibility for correctness. The division
of labor is deliberate: the model proposes, and the sur-
rounding system disposes (Kambhampati et al., 2024).

These limitations bear directly on where an LLM can
sit within a game. A game’s moment-to-moment con-
trol loop runs on a strict timing budget and demands
consistent, correct behavior many times per second,
which is precisely the regime in which an unverified
and slow generator is least appropriate. The frame-
work proposed in the next section takes this constraint
as a starting point. It keeps the LLM out of the real-
time loop and confines it to a slower role in which it
proposes adjustments, while authored, verifiable game
logic retains control over what the agent actually does.

3 The Framework
The framework proposed has three components. The
first is an architecture that places the language model
within a game agent without letting it compromise the
agent’s real-time behavior. The second is a heuristic
for deciding whether adaptation suits a given game at
all. The third is a mechanism for controlling how much
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adaptation is allowed once it has been deemed appro-
priate.

3.1 A Three-Tier Architecture

We organize a game agent into three tiers, separated
by the timescale on which they operate and by who or
what is responsible for their decisions.

1. The reflex tier governs behavior at the scale of mil-
liseconds: animation, collision and hitbox resolu-
tion, target tracking, and the immediate execution of
an action once it has been chosen. Decisions at this
tier must be fast and consistent, and they must be
correct every time. For the reasons set out in Section
2.3, an LLM has no place in this tier. It is too slow
to meet the timing budget of a real-time loop, and its
output is too variable to guarantee the consistency
this tier requires.

2. The tactical tier governs behavior at the scale of sec-
onds: choosing which action or short sequence of
actions to perform in the current situation. This tier
draws on a fixed set of designer-authored strategies,
which we refer to as the agent’s tactical vocabulary.
Each strategy is written, tested, and balanced by the
game’s designers, exactly as in a conventional game
agent. The tactical tier is where the agent’s actual
conduct is decided, and it remains under authored
control at all times.

3. The strategic tier governs behavior between encoun-
ters, on the slowest timescale of the three. The lan-
guage model operates only at this tier. The model
receives an aggregated player profile, a summary
of how the player has behaved over prior encoun-
ters, and uses it to re-weight the tactical vocabulary:
raising the priority of some authored strategies and
lowering that of others for the next encounter. The
model does not act in real time, and it does not act
directly on the game. It changes only the relative
emphasis among strategies that the designers have
already authored.

This separation is the central safety property of the
framework. The language model never invents an ac-
tion, never executes one, and never participates in the
moment-to-moment control of the agent. It proposes a
re-weighting of an authored vocabulary, and the tacti-
cal and reflex tiers retain full responsibility for what the
agent actually does. This arrangement follows the divi-
sion of labor described in Section 2.3: the model only
makes suggestions, while authored and tested game
logic determines what the agent does. In the worst case,
an unsound suggestion can do no more than shift em-
phasis among strategies that are all individually safe,
since every available action has been authored and
tested in advance.

3.2 The Stable-Model versus Living-World
Spectrum

The architecture of Section 3.1 describes where adapta-
tion happens and how it is constrained, but not whether
it should happen at all. That decision depends on the
game. We propose a single heuristic for making it: ask
whether the genre rewards the player for building a sta-
ble mental model of a fixed system, or for responding
to a world that is unpredictable and alive. The first
kind of game we call stable-model; the second, living-
world. Where a game falls on this spectrum predicts
whether strategic adaptation will help or harm it.

At the stable-model end, the player’s satisfaction
comes from studying a system that holds still long
enough to be learned. A "souls-like" boss enemy is
the clearest case. The term refers to the punishing,
pattern-based combat popularized by the Dark Souls
series (FromSoftware), in which an enemy’s attacks
and timings form a fixed challenge that the player is
expected to learn through repeated attempts. Mastery
is the experience the game offers. A competitive oppo-
nent is similar, in that fairness depends on both sides
facing rules that do not silently change. For games
of this kind, strategic adaptation is corrosive. If the
agent quietly re-weights its strategies in response to the
player, the system the player is trying to learn becomes
a moving target, and the act of mastering it loses its
meaning. The very mechanism described in Section
3.1 works against this kind of genre.

At the other end of the spectrum, the living-world
case, the player’s satisfaction comes from the sense that
the world notices them and responds. A companion
character that adjusts to the player’s habits, or a narra-
tive agent that shifts its behavior as it comes to know
the player, is more compelling for doing so. Here the
same strategic re-weighting is not a flaw but the point.
Adaptation makes the world feel responsive and par-
ticular to this player, which is exactly what that kind of
genre promises.

This division has a precedent in existing taxonomies
of player modeling. Yannakakis and Togelius (2025)
distinguish adaptation aimed at player behavior, such
as dynamic balancing and matchmaking, from adap-
tation aimed at player experience, such as an expe-
rience tailored through non-player characters. The
behavior-oriented cases tend toward our stable-model
pole, where what is adjusted is the challenge a player
is trying to master, while the experience-oriented cases
tend toward our living-world pole, where what is ad-
justed is how the world feels. Our contribution is not
to redraw this distinction but to read it normatively: to
treat a game’s position on the spectrum as a prediction
of whether adaptation should be applied at all.

Most games are not purely of one kind, and a sin-
gle game may contain both a system meant to be mas-
tered and a world meant to feel alive. For example a
"souls-like" game with a companion character has a
stable-model combat system alongside a living-world
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relationship, and the right decision may differ for each.
The spectrum is therefore best applied not to a whole
game but to the particular system an agent governs, and
to the source of satisfaction that system is meant to pro-
vide.

3.3 The Governor

Deciding that a game sits toward the living-world end
of the spectrum does not settle how much adaptation it
should receive. A companion that re-invents itself after
every conversation is as unconvincing as one that never
changes at all. The spectrum tells a designer whether to
adapt; it does not tell them how far. For that we intro-
duce a governor: a small set of controls that bound the
strategic tier’s influence over the agent. The governor
has two "knobs".

The first is the cap. The strategic tier re-weights the
tactical vocabulary, but the cap places a limit on how
much weight any single strategy may receive. With a
low cap, no authored strategy can come to dominate
the agent’s behavior, so the agent continues to draw on
its full set of actions even as the emphasis shifts. With
a high cap, the strategic tier is free to concentrate the
agent’s behavior around a few strategies that suit the
player. The cap therefore controls how strongly adap-
tation is allowed to reshape the agent in any one direc-
tion.

The second is the cadence. The strategic tier acts
between encounters, but the cadence sets how often it
is permitted to act: after every encounter, after several,
or only at designer-chosen moments. A slow cadence
means the agent changes rarely, leaving the player a
stable target across many encounters before any adjust-
ment occurs. A fast cadence means the agent changes
often, responding quickly to how the player is behav-
ing. The cadence therefore controls how readily the
player perceives the agent as changing at all.

Together, the two "knobs" convert the spectrum’s
qualitative judgment into a quantitative setting. A
stable-model system is governed tightly: a low cap,
so the agent never reshapes itself into a different op-
ponent, and a slow cadence, so what little adaptation
occurs does not disturb a player. The limiting case is a
cap and cadence set so low that adaptation is switched
off entirely, which is the correct setting for a game that
must not read its player at all. A living-world system is
governed loosely: a higher cap and a faster cadence, so
the world can respond visibly and often. Most systems
fall between these settings, and the governor is what
lets a designer place them there rather than choosing
only between adaptation and its absence.

This is the sense in which the problem is calibra-
tion rather than capability. The capability, an LLM re-
weighting an authored vocabulary, is the same across
every game. What differs is how the governor is set,
and setting it well is the act of matching adaptation to
what a particular system is for.

4 Illustrative Example

To show how the framework operates, we walk the
same mechanism through two cases. In both, a game
agent is built on the three tiers of Section 3.1, and in
both, the strategic tier re-weights an authored tactical
vocabulary from a player profile. The cases differ only
in where their games sit on the spectrum of Section 3.2,
and therefore in how the governor of Section 3.3 is set.
The mechanism is identical; the calibration is not.

4.1 A Boss in a Stable-Model Game

Consider a boss enemy in a game whose challenge is
meant to be studied and overcome. The agent’s tactical
vocabulary is a set of authored strategies, each a pat-
tern of attacks and responses that a player can learn to
read and counter. Over repeated attempts, a player pro-
file accumulates a summary of how this player behaves:
which strategies they handle well and which they strug-
gle against.

If the strategic tier were allowed to act freely on this
profile, it would re-weight the vocabulary toward what-
ever the player handles least well, sharpening the boss
against the player’s specific weaknesses between at-
tempts. This is precisely the wrong outcome for the
genre. The player is trying to learn a fixed system, and
an agent that shifts to exploit them turns that system
into a moving target. Effort that should yield mastery
instead yields a boss that is always one step ahead, and
the satisfaction the game is built to provide is lost.

The framework’s response is not to remove the
mechanism but to govern it tightly. The cap is set
low, so no single strategy can come to dominate and
the boss remains the same opponent from attempt to
attempt. The cadence is set slow, or to zero, so the
boss does not change underneath a player who is in the
middle of learning it. In the limiting case the governor
switches adaptation off, and the agent behaves exactly
as a conventional, authored boss would. For a stable-
model game, that is the correct setting, and the frame-
work reaches it not by lacking the capability to adapt
but by choosing not to apply it.

4.2 A Companion in a Living-World Game

Consider instead a companion character in a game
whose appeal is a world that responds to the player.
The agent is built identically: the same three tiers, the
same kind of authored tactical vocabulary, the same
strategic tier re-weighting it from a player profile. Here
the profile summarizes the player’s habits and tenden-
cies over time, and the vocabulary is a set of authored
behaviors the companion can express.

When the strategic tier re-weights this vocabulary
toward the player, the companion comes to behave in
ways that fit how this particular person plays. This is
the outcome the genre wants. The player’s sense that
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the companion notices and responds to them is the ex-
perience on offer, and the adaptation is what produces
it.

The framework governs this case loosely. The cap
is set higher, so the companion’s behavior can concen-
trate meaningfully around the player rather than only
shifting at the margins. The cadence is set faster, so the
companion responds within a timescale the player will
notice and attribute to being understood. The mecha-
nism is unchanged from the boss; only the governor’s
settings differ, and they differ because the source of
satisfaction differs.

4.3 The Same Mechanism, Calibrated Dif-
ferently

The two agents are the same construction. Each con-
fines its language model to the strategic tier, each re-
weights an authored vocabulary, and each is bounded
by a cap and a cadence. What separates them is a
judgment about what their respective games are for,
expressed as two settings of the governor. The boss
is governed tightly because mastery requires a stable
target; the companion is governed loosely because re-
sponsiveness requires a moving one.

5 Discussion and Limitations
The framework is a design heuristic and an architec-
ture, not an empirical result. It claims that the value of
strategic player adaptation depends on what a game is
for, that this can be predicted from where a system sits
on the stable-model versus living-world spectrum, and
that the resulting decision can be expressed through the
governor’s two controls. The one claim it makes firmly
is the architectural safety property: because the LLM
only re-weights an authored vocabulary, it cannot pro-
duce behavior the designers did not write and test.

The framework is conceptual and, in this paper, un-
validated. We present no implementation, no met-
rics, and no player study, and its central prediction,
that adaptation harms stable-model systems and helps
living-world ones, is argued from the structure of those
genres rather than demonstrated. It is also worth stat-
ing that the LLM here is not learning in any machine-
learning sense. It is not trained or updated by play; it
is re-prompted with a player profile and asked to re-
weight authored options, so the adaptation is a change
of emphasis, not a change in the model.

One question the framework raises but does not set-
tle is whether players enjoy being read. Yannakakis
and Togelius (2025) observe that a game could, in prin-
ciple, come to know more about how a person plays
than the person knows themselves. Our framework
takes that capability as given and asks where it should
be used, but it does not establish how players feel about
it, and the same adaptation may read as attentive to one
player and intrusive to another.

Finally, the framework does not introduce adaptive
game AI, player modeling, or dynamic difficulty ad-
justment, all of which are mature areas surveyed in
Section 2. Its contribution is the narrower, normative
question of when an existing capability, made newly
inexpensive by LLMs, should be applied at all.

6 Conclusion and Future Work
This work presents a conceptual framework for decid-
ing when strategic player adaptation, now inexpensive
to build with LLMs, is appropriate for a game. The
framework combines a three-tier architecture that con-
fines the LLM to a slow, strategic role and keeps it
out of the real-time loop, a stable-model versus living-
world heuristic that predicts whether adaptation helps
or harms a given system, and a governor that turns that
prediction into concrete settings for how strongly and
how often the agent adapts. Its recurring claim is that
the design problem is calibration rather than capability:
the same mechanism serves one game and damages an-
other, and the difference lies in how it is governed.

Future work could replace the illustrative cases of
Section 4 with a working implementation, allowing
the boss enemy and companion agents to be built
rather than described. Player studies could then test
the framework’s central prediction directly, measur-
ing whether tightly governed adaptation preserves the
experience of a stable-model system while loosely
governed adaptation improves a living-world one.
Such studies would also address the open question of
whether players enjoy being read, which the frame-
work raises but cannot settle. We see the present frame-
work as the conceptual groundwork for that validated
follow-up, and as a first treatment of a design space we
would call, in its fuller form, that of stable models and
living worlds.
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