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Abstract. Procedural content generation has long
used ontologies as an index over a fixed library of
hand-made assets. Generative models can now syn-
thesise assets on demand, but their output is difficult to
control and keep coherent. We propose a conceptual
framework that treats asset realisation as a modular
step: an ontology specifies what an asset must be and a
realiser produces it, either by retrieving from a library
or by generating it and validating the result with a
vision-language model. We describe the framework,
a local-first instantiation in a procedurally generated
detective game, and open questions for empirical study.
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1 Introduction
Building the contents of a game world by hand is a
slow and expensive process, and it is often the part of
game development that creates the most problems with
growing scale. This is the gap that procedural content
generation (PCG) has tried to close for the past two
decades by writing scripts and software that produce
levels, maps, items, quests, and whole worlds rather
than authoring them one by one (Togelius et al., 2011).
A recurring idea within that effort is to give the gener-
ator a model of the domain it is generating for, so that
what it produces are not simply randomised variations,
but meaningful combinations, e.g. a chest belongs in
a room, a key opens a door, a witness has something
to hide. Ontologies, in their knowledge-representation
context, are a natural way to write such a model down,
and they have been used to describe game worlds and
to drive their generation (Sacco et al., 2016; Tutenel et
al., 2009).

Until recently, however, the ontology in such sys-
tems did little more than point at things. A slot in
the world, e.g. “a medieval cooking implement on the
kitchen table”, was resolved by looking the description
up against the descriptions of a curated library of hand-
made assets and binding the slot to whichever model

matched best. The ontology was, in effect, a semantic
index over a fixed catalogue. The recent rapid devel-
opment of capable generative models, which can syn-
thesise a three-dimensional object or a texture from a
textual description, changes what is possible in the de-
scribed scenario: the wanted model no longer needs to
be sought for and hopefully found, it can be created.
The difficulty is that generative models are challeng-
ing to steer. Left to themselves, they produce output
that is inconsistent in style, ignores constraints of scale
or function, and is rarely ready to drop into a playable
level without further manual work (H. Lee et al., 2024).

This paper argues that such processes, depending on
generative models, can be guided by an ontology, and
proposes a conceptual framework in which asset real-
isation is a modular operation. The ontology specifies
what an asset must be, while a realiser turns that speci-
fication into a concrete, placeable asset. A realiser may
retrieve a pre-made asset from a library, which imple-
ments the classical approach as a special case, or it may
generate one and then check the result against the spec-
ification using a vision-language model (VLM) before
accepting it. The retrieval and generative realisers fol-
low the same process, which is what lets one be substi-
tuted for the other and what lets the earlier approach be
read as the baseline which the framework described in
this paper departs from.

The conceptual framework presented here treats as-
set realisation as a modular step: an ontology specifies
what an asset must be, and a realiser produces it, either
by retrieving from a library or by generating it and val-
idating the result against the specification with a VLM.
The baseline retrieval realiser is the system built for the
second author’s master’s thesis (Kir, 2026); the gener-
ative realiser is the extension this paper sets out. We
deliberately keep the framework independent of any
particular generative model, and describe a local-first
instantiation, running self-hosted generation and vali-
dation, as one instance of it rather than as the contribu-
tion itself.

The rest of the paper is organised as follows. Sec-
tion 2 reviews the related work across PCG, seman-
tic game modelling, generative 3D content, vision-
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language validation and neuro-symbolic control, and
positions the framework against the closest systems.
The framework is presented in Section 3. Section 4 de-
scribes use-case examples of retrieval and generation.
Section 5 discusses what the framework covers, what
remains difficult, and how it should be evaluated. The
conclusions are laid out in Section 6.

2 Background and Related Work
The vocabulary this paper relies on comes from the
search-based PCG taxonomy of Togelius et al. (2011),
which separates what is generated, how it is repre-
sented, and how its quality is judged. Two broad fam-
ilies of methods can be recognised therein: construc-
tive and search-based approaches, which build or opti-
mise content directly, and approaches that learn to gen-
erate from examples, comprised under the name PCG
via machine learning by Summerville et al. (2018). A
thorough introduction to the topic of PCG is given by
Shaker et al. (2016). Recent survey papers observe the
rapid entry of large language models into the genera-
tion pipeline (Farrokhi Maleki & Zhao, 2024; Gallotta
et al., 2024). Our framework is agnostic about which
of the recognised method families plays the role of the
realiser. What it provides is a semantic specification
around the generator and a validation step after it.

The argument that game worlds should be backed
by a semantic model, rather than by ad-hoc data struc-
tures, was made earlier by Tutenel et al. (2009), who
showed that semantics improve both authoring and run-
time consistency. Publications coming from the au-
thors of the same community used Semantic Web on-
tologies and linked data to drive generation: Sacco et
al. (2016) generate game content from ontologies and
open knowledge sources, Sacco et al. (2017) give a vo-
cabulary for describing game characters, and Barros
et al. (2016) generate adventures from open data. An
ontology combining role-playing-game concepts with
multi-agent organisation was defined in (Okreša Ðurić
& Schatten, 2016) and used to drive model-driven
gameplay (Schatten et al., 2017). In all of these, how-
ever, the ontology informs selection or arrangement of
existing content; it does not specify content to be cre-
ated or generated.

Text-to-3D generation became practical with
optimisation-based methods that distil a two-
dimensional diffusion prior into a three-dimensional
shape, of which DreamFusion is the prime example
(Poole et al., 2023). The field has since broadened
considerably, as reported in the state-of-the-art report
by Fan et al. (2026) and H. Lee et al. (2024). Of
particular relevance is recent work explicitly targeting
game-ready output, with engine-friendly topology
and materials (Lei et al., 2025), since the requirement
that a generated asset actually drop into a playable
level is the hard part for our purposes. The use of
vision-language models to steer 3D generation itself

is now established: Bai et al. (2025), for instance,
employ a VLM as a differentiable semantic and spatial
foundation inside the generation process. Our use of a
VLM can be observed to be coming after generation
rather than within it, as a check against the brief
rather than a training signal. These models supply the
generative realiser, yet none of them carries a semantic
specification of its own.

The idea of using a capable model as an evalua-
tor was established in the “LLM-as-a-judge” setting
(Zheng et al., 2023) and extended to the multimodal
case, where a VLM scores visual content against stated
criteria (S. Lee et al., 2024). Most directly relevant to
the contents presented in this paper is the use of a VLM
inside a generation loop: Singh and Zheng (2023) de-
compose a prompt into separate assertions, check each
against the generated image with visual question an-
swering, and refine until the assertions are satisfied.
Our validation stage is of exactly this kind, with the
assertions supplied by the ontology rather than by a
free-text prompt.

Specifying a space of acceptable artefacts symboli-
cally, i.e. through a definition and a list of properties,
and then instantiating them, i.e. producing members of
it, is an old idea in PCG; the answer-set-programming
approach of Smith and Mateas (2011) is the clear-
est precedent, generating content that satisfies declared
constraints. Combining such symbolic specification
with sub-symbolic generation is the subject of neuro-
symbolic AI, whose integration patterns are catalogued
by Kautz (2022) and surveyed by Marra et al. (2024).
Our framework is a neuro-symbolic one in the follow-
ing sense: a symbolic ontology governs a sub-symbolic
generator, and a VLM re-expresses the generator’s out-
put in symbolic terms so that it can be checked.

The content presented in this paper can be recog-
nised as being near two publications in particular, even
though they clearly differ. Holodeck (Yang et al., 2024)
generates 3D environments from a language descrip-
tion by prompting a large language model for spatial
constraints and then retrieving assets from a library of
tens of thousands of annotated models. SceneCraft (Hu
et al., 2024) synthesises a scene as engine code and, no-
tably, uses a VLM to inspect the rendered result and
refine it. Both of the approaches presented in these
papers arrange or place assets rather than generating
them, and both rely on the implicit semantics of a lan-
guage model rather than on a formal ontology. The
framework proposed here differs on two perspectives
at once: the specification is an explicit ontology, and
the realiser may generate the asset, with the VLM val-
idating it against that specification.

A more recent line of work does generate assets from
a structured specification rather than retrieving them,
which brings it closer to the present proposal. Phys-
Forge (Yang et al., 2026) has a vision-language model
plan a hierarchical “blueprint” of material, functional,
and kinematic constraints, which a physics-grounded
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generator then realises into simulation-ready assets.
CubePart (Zhu et al., 2026) takes a user-defined parts
schema and generates game-engine-ready meshes that
respect that structure without manual post-processing.
Closer still to the idea proposed herein, the agentic
scene generation of Liu et al. (2025) couples asset gen-
eration with a vision-language verification step that re-
checks the result against a structured spatial context
and regenerates when it is inconsistent.

These systems share with our framework the use of
a structured specification to steer generation, and in
one case a generate-then-verify loop. They differ from
it, however, on the points that define our contribution:
the specification is authored implicitly by a language
model rather than declared as a formal ontology. Fur-
thermore, the VLM acts as a planner or a reward signal
rather than as an acceptance gate that admits or regen-
erates a candidate. Finally, none of them treat retrieval
and generation as one interchangeable realiser, which
is what lets the classical, library-bound approach be re-
covered as a special case of the same framework. We
therefore claim novelty of the proposed framework for
this specific combination, and note that, were a system
to couple a formal ontology with generative assets and
a validation loop in the same manner, the claim would
narrow to its application within a procedurally gener-
ated detective game.

Procedurally generated mystery is itself small litera-
ture, confined largely to workshop work that generates
logically consistent murderous story plots from con-
straints (Mohr et al., 2018; Stockdale, 2016). We draw
on it for the testbed but make no narrative-generation
contribution of our own.

3 The Framework
The framework rests on a single abstraction. The on-
tology declares slots, each of which must be filled by
a concrete asset, and for each slot the system derives
a realisation brief, i.e. a short structured statement of
what the asset must be. A realiser is any component
that takes a brief and returns a bound asset. Because
of this modular and clearly defined nature of the de-
scribed process, i.e. brief as an input, a bound asset as
an output, different realisers can be substituted freely,
and the classical retrieval approach and the generative
approach proposed here become two instantiations of
one pattern rather than two unrelated systems. The
described structure can be seen organised in layers in
Fig 1.

The knowledge layer is the ontology itself, and it is
the part of the system that knows nothing about any
engine, library, or generator. It holds the asset taxon-
omy, the properties, and attributes of each type, e.g. a
lamp may be a light source and, in a particular game,
a possible weapon, the spatial and connectivity rules
that make a level playable, the constraints on style
and scale, and the schema of the mystery. This inde-

Knowledge layer
ontology · rules · schema

Specification
typed, constrained briefs

Realisation layer
retrieval or generative

Validation · Grounding
VLM compares to ontology

Integration
game engine · playable level

regenerate

Figure 1. The layered structure of the proposed frame-
work, where a symbolic knowledge layer derives con-
strained briefs, a swappable realisation layer produces
assets, and a validation stage grounds them against the
ontology and returns to regenerate on rejection before
integration into the engine.

pendence is deliberate, as it lets the layers beneath it
change without disturbing the model of the domain.

The specification layer reasons over a specific in-
stance of a world, e.g. the particular mystery and the
particular layout that have been generated, and emits
the set of slots that need filling, together with a brief
for each. The brief assembles the slot’s semantic type,
the constraints that apply to it, and its relational con-
text, and it states the criteria under which a candidate
asset will be accepted. The brief can be considered as
a type of contract, since both the realiser and the vali-
dation stage are written and evaluated against it.

The realisation layer is the swappable and most mod-
ular component and the central point of the contribu-
tion presented here. A retrieval realiser resolves a brief
by selecting from a curated library, which is the base-
line. On the other hand, a generative realiser resolves
it by synthesising a candidate and validating it, which
is detailed in Fig. 2.

The validation and grounding stage closes the loop.
A generated candidate asset is inspected by a VLM,
which is asked, in effect, whether the candidate satis-
fies the brief: is it the right kind of object, in the right
style, at the right scale, plausibly placeable where the
brief intends? A candidate that satisfies the brief is
bound, whereas one that does not is rejected and re-
generated. It is worth stating plainly where the control
over the generator is located because it is not inside the
generator. The generator is controlled in the two stages
that surround it, as shown in Fig. 2: the conditioning
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Realisation brief
type · constraints · context

Conditioning
brief → generation input

Asset synthesiser
produce candidate asset

Vision-language validator
check candidate vs brief

Acceptance gate
satisfies brief?

Bound, game-ready asset

Retrieval realiser
baseline — select

candidate

accept

re
ge

ne
ra

te

Figure 2. The realisation and grounding loop contain-
ing the following steps: 1) the brief is conditioned into
a generation input, 2) a synthesiser produces a candi-
date, 3) a vision-language validator checks it against
the brief, 4) the acceptance gate binds the asset or re-
turns to regenerate. The retrieval realiser is the base-
line, as it provides the brief-to-asset process by selec-
tion.

that turns the brief into the generator’s input, and the
acceptance gate that enforces the brief on the output,
with the VLM serving as the means of applying a sym-
bolic criterion to a synthesised image.

The integration layer assembles bound assets into
the playable level and runs the game. It is the only
layer that is engine-specific.

The scope of the described process should be dis-
cussed briefly. The same validation stage serves both
realisers: in the generative case it is the VLM check
just described, and in the retrieval case it resolves to
a simple library-fit check. Presenting validation as one
stage with two implementations, rather than as a frame-
work feature added to the generative process, is what
keeps the baseline and the proposed system inside a
single architecture.

To make the loop concrete, consider a single slot
from a generated case: a cooking tool resting on the
kitchen table, which the mystery has marked as a can-
didate murder weapon. The specification layer derives
the brief shown in Fig 3 from the ontology, drawing the
slot’s type, its attributes, the level’s style definition, and
the placement constraints from the classes and individ-
uals already present in the world instance.

Conditioning turns this brief into the generator’s in-
put, and the synthesiser returns a first candidate: a caul-
dron. Rendered from several viewpoints and put to the
validator, it is checked against the four acceptance cri-
teria in turn. The validator confirms that the object is
a single cooking implement, that its period and style

slot: kitchen/implement_1
type: CookingImplement
style: medieval, low-poly, muted palette
attributes: graspable, can_be_weapon
scale: longest dimension 20-60 cm
place: upright on KitchenTable, near Hearth
role: candidate murder weapon
accept if:

- one cooking implement, nothing else
- period and art style match the level
- longest dimension within the set
- rests upright and stable on a surface

Figure 3. A realisation brief for one slot, derived from
the ontology and passed unchanged to either realiser

match the level, and that it stands upright on a flat
surface, but it reads the proportions as roughly knee-
height, well above the sixty-centimetre ceiling the brief
allows. The candidate is rejected, and the slot is re-
turned for regeneration with the scale constraint tight-
ened. The second candidate, a smaller cast-iron pot,
satisfies all four criteria and is bound to the slot. The
check that earned its place here is the one a casual
glance would have let through: the cauldron looked
entirely plausible in isolation, and only the brief’s ex-
plicit scale band, applied by the validator, caught that
it would have towered over the table it was meant to sit
on.

The above example also shows the retrieval base-
line and the generative realiser meeting at the same
interface: the baseline would resolve this identical
brief by selecting the nearest medieval pot from the li-
brary, where the generative realiser synthesises one and
proves it against the brief before accepting it.

4 Use-Case Examples
The example use-case scenario is based on a small-
scale detective game: a single location, a handful of
characters, one of them a victim and one is a culprit,
a scattering of clues, and a player whose task is to use
the clues to deduce who is the culprit. The world, the
cast, and the mystery elements are generated from the
ontology at the start of the play, so that no two cases are
identical. The game is built in a contemporary engine,
e.g. Godot, with the ontology and the realisers running
in a separate local service that the engine talks to.

4.1 The Baseline Realiser
In the context of the baseline example, which is the sys-
tem of the second author’s thesis (Kir, 2026), each slot
is bound by retrieval from a curated library of assets.
The ontology defines the parts of a room as a small grid
of floors, walls, objects, and placement points for items
and characters, and the generator assembles a playable
map by selecting and placing library assets according
to the ontology’s rules. Dialogue is authored per role

37th CECIIS, September 16-18, 2026_____________________________________________________________________________________________________ Varaždin, Croatia

12_____________________________________________________________________________________________________Proceedings of the Central European Conference on Information and Intelligent Systems



and assigned to characters according to the parts they
have been dealt in the mystery. This is the approach
that deals only with retrieving the assets, i.e. it should
produce a working game, or at least an in-game world,
in which the ontology indexes a fixed catalogue.

4.2 The Generative Realiser
The generative realiser replaces selection with synthe-
sis, as shown in Fig. 2. A brief arriving at the generative
realiser is first conditioned into the form the synthe-
siser expects. This is a deterministic step that translates
the ontology’s constraints, the asset’s type, its style de-
scription, its rough dimensions, and its relational con-
text, into the generator’s input. The synthesiser pro-
duces one or more candidate assets. Each candidate is
passed to the vision-language validator, which checks it
against the brief’s acceptance criteria. The acceptance
gate then binds a candidate that passes the validator or,
if it does not, returns to synthesis. Accepted assets pass
through a step that prepares them for the engine before
they are bound into the level.

The instantiation is deliberately local-first: gener-
ation and validation run on self-hosted models, with
nothing leaving the machine. The motivation is partly
practical, since it removes per-call cost and works off-
line, and partly methodological, since a self-contained
pipeline is far easier for a reviewer or a successor
to reproduce than one that depends on a remote ser-
vice whose behaviour changes without notice. Further-
more, online services often feature various constraints
on what may or may not be generated, while this limi-
tation can be mitigated when locally hosted models are
used. We stress that the choice of any particular model
is an instantiation detail; the framework is stated over
the roles needed by the process, not the particular mod-
els that fill them.

5 Discussion
The role of the ontology in the finalised process is
threefold:

• It makes the generator controllable, by supplying the
constraints that are enforced at the conditioning and
acceptance layers.

• It makes the pipeline interpretable because a rejec-
tion is attributable to a specific unsatisfied criterion
rather than to an opaque score.

• It makes the realiser swappable because retrieval and
generation differ only in how the brief is approached,
not in the role they play in the whole process.

The first of these is the answer to the persistent issue of
generative models being uncontrollable. The control
mechanism can be found in the proposed framework,
but it may be recognised in the ontology-based briefs

and the symbolic context given to the model rather than
in the model itself.

The obvious challenge that can be recognised in the
proposed framework is generating truly game-ready as-
sets. A synthesised asset that looks correct in a preview
may still have unusable topology, the wrong scale, or
geometry that the engine cannot collide against, and
no amount of semantic validation makes a malformed
mesh playable. The acceptance gate mitigates this
only to the extent that the VLM can detect it from a
rendered view, which is a real limitation and a place
where the framework depends on how good a genera-
tion model is combined with it. A reasonable fallback,
where 3D synthesis proves unreliable, is to generate
two-dimensional textures or sprites instead, which cur-
rent models handle far more dependably. The proposed
framework is indifferent to which assets are generated,
since both are simply made by different realisers, even
though the process itself is unmodified.

The questions worth asking are, for example:

• Does the ontology-conditioned generation produce
assets that satisfy their briefs?

• At what cost are those assets produced?

• Does the resulting level remain playable?

These suggest a small set of measures, such as:

• the acceptance rate of generated candidates,

• the number of regenerations needed before accep-
tance,

• the proportion of brief constraints satisfied,

• a rating of stylistic coherence across a generated
level, which a panel of judges or a selected VLM can
supply,

• the validity of placements,

• the playability of the finished level.

Several of these measures can be taken with exist-
ing instruments rather than devised from scratch. The
stylistic and surface quality of generated candidates
can be scored with a purpose-built vision-language
metric for 3D objects such as Gen3DEval (Maiti et al.,
2025), which is designed to align with human judge-
ment without requiring a ground-truth reference, and
the scene-level measures can follow the protocol used
for comparable systems (Liu et al., 2025), combining
standard image–text similarity with human and model
ratings of aesthetic quality and functional plausibility.

The natural comparator is the retrieval baseline,
against which the generative realiser should be mea-
sured for coherence, variety, and authoring effort. A
proof-of-concept at modest scale is planned for a future
study. Such an example can be used to provide empir-
ical answers to validity and feasibility of the proposed
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framework by providing the answers to the above mea-
sures, including taking into account the amount of time
needed for the whole process to run.

The proposed framework is devised with generalisa-
tion in mind. Nothing in the framework is specific to
detective games, which are used as examples’ genre.
The genre is a convenient testbed because its small,
well-structured worlds keep the ontology tractable and
the playability criteria sharp, but the same brief-and-
realiser arrangement applies wherever a game world
can be specified semantically and its contents synthe-
sised. Furthermore, the framework is not created with
a particular set of models in mind either, i.e. the pro-
posed framework defines the steps of a process and the
roles that are needed for its completion, but the specific
actors in the process may be interchangeable.

6 Conclusion
We have argued that the ontology in ontology-driven
content generation can do more than simply index a
catalogue: it can specify assets to be synthesised, and
a VLM can check that the synthesis met the specifica-
tion. Defined as a swappable modular realiser between
a symbolic specification and a validation loop, this ap-
proach generalises the often-used retrieval method and
proposes a way to incorporate generative models into
the game assets’ development pipeline as a controllable
resource. The framework is presented here with the de-
scribed baseline and generative use-case scenarios, fol-
lowed by a conceptual study of those specific systems.
Further research opportunities are observed in develop-
ing an empirical study of a specific instantiation, along
with the brief schema that it is based on.
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